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Production systems (PSs), based on a very general idea (condition-action pairs),

are widely used in artificial intelligence for modeling intelligcnt behavior and

building expert systems. However, PS programs are very computation-intensive

and ron quite slowly. This precludes the use of PSs in many domains that require

real-time response and high performance. Our approach for speeding up the

execution of PSs is to design special message-handling machines, with architec

tures matched with the characteristics of the algorithms. In this line, a model that

allows one to describe a PS as a set of concurrent processes, operating in a

cooperative way and communicating through channels, is developed. To prove its

validity, the model is used to develop a distributed production system for Printed

Circuit Board (PCB) routing. A special machine, which efficiently supports the

defined set of processes, also has been designed. This problem has been selected

because it is complex and time consuming.

INTRODUCTION

Production Systems (PSs; a1socalled ru1e-basedsystems) are wide1yused in
artificial intelligence (Al) for modeling intelligent behavior and building ex
pert systems. They have been used on a large variety of applications in
severa1 areas such as medicine, VLSI routing, computer-aided design, and
oil exploration (Shortliffe, 1976; 100bbani 1986; McDermott, 1980; Duda,
Gaschnig, and Hart, 1979). However, PS programs are very computation
intensive and run quite slowly. This slow speed of execution prec1udes the
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1. Match: The productions are matched against the data structure, obtain

ing a "conflict set," which is constituted by all satisfied productions.
2. Conflict resolution: The control system chooses a production of the

conflict set.

3. Act: The selected production is applied, so the actions on the right-hand
side of the production are executed.

The new data structure is tested to see whether the termination conditions are

true. The cycle of operations is executed again until all the termination

conditions are satisfied, then the PS program finishes.
Taking into account the exp1anation before, one can divide the execution

of the PS into three main independent tasks:

Selection of the most appropriate production.
Application of the selected production.
Verification of the new data structure.

use of PSs in many domains that require real-time response and high perfor
mance.

On the surface, PSs appear to be capable of using large amounts of

parallelism (far example, it is possible to perform the matching of every

production rule in paralle1 (Stolfo, 1987». However, the high speed-up ex
pected by exploiting this parallelism has not been reached (Uhr, 1987). Also,

measurements and simulations show that the speed-up available, by using
other possible sources of parallelism in PS programs, is much be10w the

initial expected speed-up (Gupta, 1984).

A new proposal is made in this article: modeling a PS by a set of
independent processes, operating concurrently and communicating through

channels, and designing special-purpose message-handling machines

matched with the features of the problem. Building such special machines is

not unrealistic, since there are new tools (Homewood, 1984) that allow

cheap and easy development of these machines.

These three main tasks can be performed in parallel by a set of independent
but connected processes, like those shown in Fig. 1.

The three main modules are a selector, which selects the most appropri

ate production, performing the match step and the conflict resolution step; a

generator, which applies the selected production, executing the actions in the

right-hand side of the production and generating new data; and a verifier,
which tests the data structure, verifying if the termination conditions are

satisfied. The fourth module, the organizer, performs the communication
with the user and initializes the other modules.

In this algarithmic decomposition the tasks executed in each module

(selector, generator, and verifier) can overlap as follows: In a first step the
selector selects the best production and sends a "generation" message to the
generatar through the channel between them. When the generator receives

DESCOMPOSITION OF PS ALGORITHMS

PSs are able to describe several different systems on the basis of a very

general idea (condition-action pairs). Experts tend to express most of their

problem-solving techniques in terms of a set of situation-action rules, and

this suggests that a PS ought to be the method of choice for building expert
systems and modeling intelligent behavior.

A PS consists of three parts:

1. A special data structure, which represents the current state of the prob
lem.

2. A set of production rules (condition-action pairs).

3. A control system, which drives the system's activity.

FIGURE 1. General algorithmic decomposition in production systems.

The production rules deal with the data structure, trying to reach a set of
goal conditions from an initial state. The condition part of each production

represents conditions that must be present in the data structure before a

production can be app1ied. The action part represents actions that change the

data structure; in this way other rules will have their condition part satisfied.

Finally, to drive the PS activity, a control system decides which produc
tion rule is the next one. The control system works by performing the fol

lowing recognize-act cycle:

VERIFIERGENERATORSELECTOR
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FIGURE 2. General decomposition in production systems with multidirectional strategy.

the generation message, it performs the actions in the production and then

sends a "testing" message to the verifier and a "new data" message to the

selector. So, while the verifier is testing the new data structure, the selector
is able to select a new production. In this way, it is possible to duplicate the

speed, at mosto This low speed-up rate will be adequate only if the character

istics of the problem considered would allow exploitation of other sources of

parallelism.
Finally, it is desirable that there be little cornmunication among the

processes. Therefore, the PS is fitted to distribute the knowledge among all

the processes. In our case, it is convenient to have selection, generation, and

test knowledge. Each kind of knowledge is related to a module such as that

in Fig. 1.

Problems that permit decomposition into a larger set of processes are
those in which a bidirectional strategy (BS) can be applied to solve them. In

this case, it is possible to go from the initial state to the goal state using a set

of productions, called direct productions, and simultaneously, to go from the

goal state to the initial state using inverse productions. In the most general

case, when there are two or more initial states and two or more goal states,
the problem can be solved using a multidirectional strategy (MS). In this

case, a structure of independent processes like the one shown in Fig. 2 is

proposed.
Notice that there is a selector and a generator for each terminal state,

initial state, and goal state, because independence among all generation pro
cesses is assumed (each selector-generator pair must have its own data struc-
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A MULTIDIRECTIONAL PS TO PCB ROUTING

In a PCB, a connection is a path joining several terminals to themselves. To
route a PCB is to find all the connections so that all of them are electrically

independent and verifying the design conditions.
The physical board space will be constituted by a n-sided quadrangular

grid (whose size, step, and number of sides depend on the specific problem).
The solution path is composed of chains of horizontal and vertical segments

contained in the grid, as in most routing methods.

Our router procedure will be a MPS, in which search processes (seg

ment chains serving as terrninals) must be connected. The joint of all these
chains is the desired connection. Taking into account that two different con
nections cannot have common points, search procedures must find paths on

the free physical board space. This condition cannot be satisfied if the PS
does not know the free nodes in the grid. Thus, both a data structure to

contain the grid occupation and a state space to contain all the potential
solutions are needed.

ture). The block verifier is shared among all generation processes, because
the end condition in a MS (like that in a BS) is that the data structures reach
cornmon states. When the verifier detects that two or more data structures

have reached the same state, it will send a "collision" message to each of

the selection processes involved in that collision. If a selector receives a

collision message, it builds up the sequence of productions that were selected
to reach the cornmon state, and it sends this sequence to the organizer in a

"solution" message. The problem will be solved when the organizer has all

the sequences of productions joining all terminal states among themselves.
If the number of terminal states is k, it will be possible to at least achieve

a k + 1 speed-up rateo This speed-up rate will be achieved when the sum of
the run time of the selection process and the run time of the generation

process is equal to k times the run time of the testing process. So, a substan
tial reduction in running time can be achieved by implementing the multi

directional strategy in a parallel way whenever each selector-generator pair
works driven correcdy into a subspace of the global space of potential solu

tions. Notice that all these subspaces are independent of each other. On the
other hand it is assumed that there are not overheads related to the cornmuni

cation among the concurrent processes.

The Routing Problem Representation
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terminal is connected), whereas the multidirectional method connects all
terminals at once. For this reason the solution zone is defined for each search

as follows: For the unidirectional case, the solution zone is the smallest

rectangle containing the previous union. In the case of simultaneous

searches, the solution zone is defined as the smallest rectangle that contains
all the rest of the terminals in the connection.

We have already seen that dividing the base of knowledge into selection

knowledge, generation knowledge, and verification knowledge allows us to
build a cooperative MPS. Besides, this distributed representation has another

advantage. In fact, the solution space is constituted by all possible horizontal

and vertical segments contained in the grid, but the óccupation matrix pre
vents the creation of a segment through an occupied point of the reticle. A

consequence of this is that creation of coincident segments is impossible, so
the solution space becomes reduced and, most importantIy, becomes a tree of

segments. This same explanation assures us that all search subspaces are

disjointed. In other words, problem representation requires that every search

explore different avenues. From an efficiency point of view, the parallel

MPS is much faster than the correspondent unidirectional PS. This is be

cause the first generates fewer nodes than the second, without paying in
computational overheads.

COMPUTER ARCHITECTURE TO THE ROUTING MPS

Taking into account that the routing procedure can be considered to be like a

set of processes, each one dealing with its private data, a message-based
multiprocessor appears adequate for running the MPS router.

The system architecture is designed to be very close to the algorithmic

partition of PS and also to the problem characteristics, so the block diagram
of Fig. 1 can show the outer level of system architecture. It is related to the

three steps of an Al algorithm, named here search, router, and verifier,

respectively. The organizer is the module that communicates with the user,

producing the set of messages to initialize the other modules and to start

every connection.

Searcher

The partition of searcher into elemental search processes is based on the

possibility of doing heuristic searches, independentIy, simultaneously, and in

different directions from each other, as we have already explained. For each

The space of potential solutions is divided into subspaces, which act as

terminal s in the connection, so that every search process works with a sub

space. The grid occupation is represented by a matrix in which null elements

correspond to free nodes and nonnull elements correspond to occupied
nodes.

Routing Procedure

The previous section describes, from an algorithmic point ofview, the distri

bution of a PS in processes of selection, generation, and verification. Gn the

other hand the proposed representation of a routing problem allows one to

divide the base of knowledge into selection knowledge (distributed among all

the search subspaces), generation knowledge (contained in the occupation
matrix), and verification knowledge (contained in one verification matrix).

In summary, the distributed routing problem representation allows that the

selection, generation, and verification processes are executed concurrentIy
and cooperatively, according to the proposed MPS model. However, in this

case we have only a generation process, because the routing space is unique:
It is an occupation matrix.

Abstracting the fact that the search could be unidirectional or multidirec

tional, the specific PS behavior, routing a PCB, is as follows:

Initial step: Segments are created, from each terminal, as long as possible.
Cyclic steps: Cl. Created segments are put in the search space.

C2. The solution test is done. If the connection is completed
with the new segments, the procedure will end success
full y.

C3. All existent segments are evaluated in order to choose the
best one. If the expansion of all segments has been ex
hausted, the procedure will end without a solution.

C4. Successors of the chosen segment are generated from its

predecessor and are normal to it. The successors go to
ward the solution zone when possible.

The MPS used to route the PCB is based on a Al algorithm with a unidirec
tional heuristic search, which we have built before. There are some differ

ences between the systems. The main one is that the unidirectional method

connects terminals sequentially (the first two terminals are connected; after

ward the third is connected to the previous union, and so on until the last
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connection in the board, each searcher will create and handle a tree of seg

ments related .to each terminal, selecting a segment of that tree in each

iteration. The selection will be made by means of an evaluation function,
previously determined from the problem heuristic. When the verifier module

of the system finds a collision point, it sends this point to the searchers

involved in the collision. Then each searcher will answer by giving the

sequence of segments that link the collision point to the root 01' its tree (i .e.,

the terminal). The disposition of elemental processes for the searcher is
shown in Fig. 3.

Router

The router task is generating the sllccessors 01' the segrnent selected by an

elemental searcher. It acts in the rollowing way: When it receives a genera

tion inquiry frorn the searcher, it answers by sending the set of successors of

the requested segrnent. To carry Ollt that runction, the router expands each

successor of the requested segrnent until it finds an obstac1e. The set of
successor segments is sent to both the searcher and the verifier.

There are two ways of dividing the router block in elemental processes:

the horizontal method, which assigns a router process to a zone of the board,

and .the vertical method, which assigns a router process to each side of the

board. The horizontal the division exploits a geometric parallelism, and the
vertical exploits an event parallelism. We have chosen the last one, because
it is more efficient.

Figure 4 shows the block router decomposition. The task of "assign"

process is to drive a generation message to a specific router.

Verifier

The work of this block is to do .a collision test, to verify whether the paths

obtained from different searches join each other. Figure 5 shows the descom

position of the verifier block. In this case the decomposition considered is
the horizontal one. It is interesting to observe that the decomposition of both

the router and verifier modules in elemental processes is related to the char

acteristics of the problem and not to the model proposed for the PS, whereas

the decomposition of the searcher model is related to the multidirectional

strategy.
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FIGURE 5. Processes structure for the verifier, horizontal decomposition.
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FIGURE 4. Processes structure for the router, vertical decomposition.
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The parallel architecture explained before has been implemented employing

transputers as processing elements. In practice, block diagrams shown be
fore have been adapted in order to accommodate and exploit the specific

features of transputers.

Actually, a prototype of the special-purpose machine has been built up·

with five transputers. Considering the computing needs, the assigning of
processes to processors has been done as follows: one for the organizer, one

for the router, one for the verifier, and two for the searcher. Presently, the

machine solves only a connection. The speeding up obtained with the experi

mental results ranges from 8 to 40 times. This encouraging result allows us

to expect higher accelerations with the current prototype, which will solve
the global routing.

DISCUSSION

In order to exploit efficiently the potential reduction in computer time that

the algorithms with a multidirectional strategy offer, strategies are needed to

influence the searches so that the termination occurs early. This will be

achieved if each search is well driven into a different subspace of the global

potential solutions space. On the other hand a substantial reduction in run
ning time can be obtained by implementing the multidirectional strategy in

parallel.

However, all this does not mean that a multidirectional strategy, imple

mented in a parallel way, runs faster than its corresponding unidirectional

strategy. There are two causes of computational overheads, one due to the
multidirectionality and the other due to the parallelism. The first cause lies

with the fact that, normally, additional computations are needed to guarantee

that nodes belonging to every search tree are different. The second cause is

related to the communications needed among the concurrent processes. Evi

dently, these two causes are related to each other.
In the situation that we have explained here, the generation knowledge

guarantees the independence of the search subspaces; every search tree has

different nodes. This fact avoids computational overhead due to the multi
directionality.


