
Noname manuscript No.
(will be inserted by the editor)

Fake news detection: When complex problems demand
complex solutions

Christian Oliva · Ignacio Palacio Maŕın ·
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Abstract Fake news detection is one of the most challenging problems in to-
day’s information and communication systems. In this article we address the
challenge of detecting the generation and spreading of misleading information
in the specific scenario of rumours propagation and clickbait. We realise that
the construction of the dataset used to study this kind of problems dramati-
cally affects the performance of the model and, thus, its selection. Hence, we
conduct experiments with two datasets of different complexity. In experiment
A, by using a simple dataset with rumour propagation data from Twitter, we
demonstrate that good performance scores can be obtained without relying on
the high computational cost of hyper-parameters tuning. In experiment B, an
approach with fewer parameters and computational layers is not suitable to
study clickbait with a larger dataset featuring more complex dynamics. Infor-
mation deluge clearly demands the automation of the procedures for informa-
tion treatment and the adequate combination of natural language processing
and machine learning techniques. As the underlying problem is very complex,
there is a tendency to think that the solution must be a complex model, i.e.
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Universidad Autónoma de Madrid, 28049, Madrid, Spain
E-mail: ignacio.palacio@estudiante.uam.es

Luis F. Lago-Fernández
Universidad Autónoma de Madrid, 28049, Madrid, Spain
E-mail: luis.lago@uam.es

� David Arroyo
Institute for Physical and Information Technologies “Leonardo Torres Quevedo” (ITEFI),
Consejo Superior de Investigaciones Cient́ıficas (CSIC), Spain
E-mail: david.arroyo@csic.es



2 C. Oliva et al.

a model with a large number of hyper-parameters. Our results confirm this
idea, and underline the importance of identifying the most appropriate model
assumptions based on the type of dataset available in order to select and con-
figure the machine learning algorithm.

Keywords Misinformation · Disinformation · Clickbait · Natural Language
Processing · Deep Learning

1 Introduction

Misinformation, fake news and false information in the news and social media
have become a critical problem of information and communication systems
[22]. Information overload in digital environments makes users vulnerable to
manipulation of their perceptions and of their ability to distinguish true from
fabricated information. Besides, digital platforms and the attention economy
create incentives for publishers to misuse social media to attract people and
make them spend time on their websites. Classical strategies to attract peo-
ple’s attention rely on sensationalism expressed in the wording used in news
headlines [37]. Users often read only the headline, while skipping the entire
content [8]. Because of this tendency, links to misleading or inaccurate contents
can be shared by users and spread across platforms, reinforcing the impression
that their contents are legitimate and accurate.

Most people tend to have shallow, single engagements with content on
social media. For example, according to [9], who analyse one month of data
of mentions in Twitter of online resources located in five news domains (BBS,
CNN, Fox News, The New York Times, the Huffington Post), 59 percent of
URLs mentioned on Twitter are not clicked at all. Being presented with brief
snippets or clips of information seems also to exacerbate the truth bias, that
is, people’s tendency to believe that others are telling the truth [12]. Clickbait
is a strategy used by publishers that leverages this type of bias. With clickbait
we refer to short messages that induce users to click on a link [38]. This
phenomenon was known as yellow journalism in the past [4]. Measurable effects
from page impressions explain the extended - yet annoying - use of clickbait
[34].

Often clickbait draws from rumours or gossip to attract people’s attention.
Rumours refer to stories whose truthfulness is ambiguous or never confirmed
[41]. Gossip is a type of rumour featuring an informal talk, with some degree
of veracity, and which focuses on the personal life of an absent third party
[28]. Both clickbait and rumours spread rapidly across Open Social Networks
(OSNs) [30]. Clickbaits are considered amongst the least severe types of false
information because when users read the whole content of the news they should
be able to distinguish if the headline and/or the thumbnail was misleading.
However, clickbait can have negative effects on users’ beliefs and can increase
the scope and speed of misinformation proliferation.

Different machine learning techniques have been applied to rumour [16]
and clickbait detection [35], including deep learning models [42]. Taking into
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account that the correct adjustment of such models demands huge datasets, it
is of high relevance to ponder the suitability of those models when only small
datasets are available. This being the case, in this paper we conduct such an
analysis by considering two experiments with Twitter data about rumour and
clickbait detection. Experiment A is based on labelled rumour data coming
from the Twitter rumour dataset (N = 1,196) [20]. Experiment B is based
on labelled clickbait data coming from the Clickbait Challenge (2017) [34] (N
= 38,517). Both datasets are described in section 2. Unlike other proposals
[19] which use transformers, in both experiments we have avoided the use of
any sort of external data; this decision is motivated by our goal of analysing
the impact of the size of any dataset on the performance of deep learning
models. Thus, the only pre-trained instances we consider in this work are
word embeddings.

In both experiments we rely on Machine Learning (ML) and Deep Learning
(DL), which have demonstrated to be flexible enough to solve problems in very
different areas of application: from music composition [3], speech recognition
[13] or natural language processing (NLP) [17,27] to clickbait detection [1,6,
32]. Current research on rumours and clickbait focuses on NLP and linguistics
techniques [2] for automatic clickbait detection [1,22]. In experiment A we rely
on NLP techniques (Term Frequency-Inverse Frequency, TF-IDF; Word2Vec
and Doc2Vec), classical ML techniques (Random Forest, k-NN, SVM, XG-
Boost), and DL (Long-Short Term Memory, LSTM [15]) to identify the best
performing model. Based on the analysis of the data, we find out that the
best model to classify rumours is based on the combination of TF-IDF for
preprocessing and SVM for classification.

In experiment B, we build on the results of experiment A and test whether
the results of experiment A can be generalised to other, more complex datasets.
To make this comparison, we use TF-IDF for data preprocessing, SVM for
clickbait classification, and then we tune the parameters of the Recurrent
Neural Networks (RNNs) that we use. Within experiment B, we also present
a DL model based on (a) LSTM networks, and (b) Recurrent Dual Encoders
(RDE) [24], which serve to estimate the similarity between two text inputs.
While previous research tends to pay attention to either the news headlines or
the Twitter’s posts, we follow [32] and take into account both the text of the
tweet and the incongruence between the headlines and the body of the news. In
section 3.3 we use this incongruence score to improve the model’s performance
and reach a more accurate final decision. In the end, we come to the conclusion
that our DL architecture is better suited than the best performer of experiment
A when data are more complex as in the case of the Clickbait Challenge of
experiment B.

The rest of the article is organised as follows. In section 2 we describe the
datasets and the preprocessing phase. In section 3 we include the methodology
and analyse the different approaches used to perform experiments A and B.
In section 4 we present the results of both experiments, comparing traditional
NLP techniques and newer DL approaches with a large number of hyper-
parameters, which results in a more complex training and testing problem.
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A discussion of the limitations, future research directions and performance of
alternative methods in terms of computational cost and explainability of DL
[36] is presented in section 5.

2 Dataset description

In this section we describe the two datasets we have used in this study to
perform experiment A and experiment B.

2.1 Twitter rumour dataset

In experiment A we train and validate the classification model using the Twit-
ter rumour dataset used in previous works about rumour detection [23,25,26].
We consider the variant introduced by Kim et al.1 [20], where (i) the news
whose content cannot be retrieved with the Twitter API are excluded, (ii) the
users that are at the leaf of the diffusion cascades are removed, and (iii) circu-
lar retweets are avoided. The final dataset consists of 1,196 tweets belonging
to four different categories: non-rumour, true, unverified, and false stories. For
each tweet the following information is available: record ID, category, tweet
body, URL of associated news, news headline, news body and news content
size.

For the present analysis we discard the unverified tweets and we tie together
the true and non-rumour categories, ending up with a dataset containing 922
tweets, 660 of whom correspond to true stories (71.6%) and 262 of whom are
false stories or rumours (28.4%). The classification model is developed using
the news body only, which is pre-processed using the SpaCy2 NLP toolkit,
and the SpaCy ’s English dictionary3. Stop words, punctuation and white space
removal, as well as lemmatisation, are carried out prior to any further analysis.
When necessary, construction of n-grams is conducted in order to derive the
conditional probability of a token given the previous one, and implemented
using the Gensim’s4 phrases model.

2.2 Clickbait Challenge Dataset

The Clickbait Challenge Dataset, which compiles the Webis Clickbait Corpus
2017 [34], includes a set of tweets from a variety of English-speaking news pub-
lishers mostly based in the US. It records every tweet published between 1 De-
cember 2016 and 30 April 2017; it includes, in addition to the tweet post, media

1 GitHub, https://github.com/dongkwan-kim/HBTP [Last accessed 04 March 2021].
2 https://spacy.io/ [Last accessed 26 Jan 2020].
3 en core web lg, pre-trained English statistical models. English multi-task CNN trained

on OntoNotes, with GloVe vectors trained on Common Crawl.
4 https://radimrehurek.com/gensim/ [Last accessed 05 March 2021].
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attachments and the linked news bodies and headlines. The complete dataset
contains 38,517 registers labelled in the range [0.0, 1.0] by the crowdsourcing
community working on Amazon Mechanical Turk (AMT). These scores were
calculated as the average vote of five annotators who label the post as either
being not click baiting (0.0), slightly click baiting (0.33), considerably click
baiting (0.66), or heavily click baiting (1.0). The challenge scores the models
based on the Mean Squared Error (MSE). Fig. 1 shows the distribution of the
average click baiting value for the complete dataset. We can appreciate that
the posts follow an asymmetric distribution skewed toward not click baiting
and slightly click baiting values.

Fig. 1 Distribution of the average click baiting value for the Clickbait Challenge Dataset.

From the original dataset we focused our attention on (a) Twitter’s posts
(postText), (b) news’ headlines (targetTitle), and (c) news bodies (targetPara-
graphs). We decided to ignore the media attachments, the timestamp and the
provided metadata. The preprocessing phase consists of removing non-Latin
symbols, replacing numbers by the letter N, and lemmatising words. Then,
we keep the 5,000 most frequent terms, substituting the rest with the UNK
(unknown) tag. We decided not to do any additional transformations, such
as removing stopwords or remarking some common clickbait phrases, since
preliminary analyses demonstrated that they do not improve the models per-
formance neither sightly nor substantially.

The text length is an important concern with respect to the computational
cost, mainly associated to the width of the unrolling window used in the LSTM
implementation. As shown in Fig. 2 (top), the text length distribution, espe-
cially for the news bodies, is very long tailed. This means that very large
unrolling windows are needed in order to process the longest news, which gets
in conflict with model’s efficiency. As previous studies have found no correla-
tion between the news length and their clickbaiting or non-clickbaiting nature
[6], we decided to exclude from the dataset those news whose body length is
in the top 10th percentile. As a result, the size of the LSTM unrolling win-
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dow is reduced from 39,603 to 1,377 words. Fig. 2 (bottom) shows the length
distribution after applying this preprocessing.

Fig. 2 Distributions of text lengths for the body (left), the headline (middle), and the
Twitter’s post (right). The first row (top) represents the original dataset, and the second
one (bottom) represents the preprocessed dataset. Note the difference in the body length.

3 Analysis

In this work we consider three different methodologies to be applied in exper-
iment A and experiment B. Namely, we test how the performance is affected
by increasing the number of configuration parameters and decision layers in
the classification models applied in both experiments. In this sense, in a first
stage we consider classical NLP and DL approaches to learn both rumour and
clickbait dynamics by training the corresponding models with just one of the
text contents (news body in experiment A; Twitter’s post in experiment B).
In a second stage, we focus on experiment B and design a DL architecture to
integrate the information from Twitter’s posts and news bodies in order to
improve the results of stage one.

3.1 NLP approaches.

First of all, news bodies are preprocessed using lemmatisation, removal of stop-
words, punctuation and spaces, and construction of bi-grams and tri-grams.
The preprocessed data are then fed into one of the following procedures for
transforming the text into a numeric array: TF-IDF and the two embedding
algorithms Word2Vec and Doc2Vec. After the text transformation, the news
bodies are used to train and test traditional ML classification algorithms,
namely Random Forests, k-Nearest Neighbours, Support Vector Machines and
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Table 1 ML classification algorithms grid-searched parametrisations.

Classification algorithms Tuned parameters Tested values
Random Forest max depth 10, None

max features 1, 4, 10, auto
min samples split 2, 4, 10
bootstrap True, False
criterion Gini, entropy

k-NN n neighbors 4, 5, 10
weights uniform, distance
metric euclidean, manhattan, minkowski

SVM kernel radial basis function (RBF), linear
gamma 10−3, 10−4

C 1, 10, 100
XGBoost learning rate 0.05, 0.1, 0.2

n estimators 10, 75, 150
max depth 3, 5, 7
gamma 0, 0.1, 0.2

XGBoost. All the experiments were carried out using the scikit-learn library5,
complemented with the Gensim’s NLP tools6 for computing the word embed-
dings.

The training of the ML algorithms requires the appropriate choice of a set
of hyperparameters. Although the selection of adequate hyperparameter values
would require an exhaustive search, from a practical point of view this exhaus-
tive search can be reduced by performing a grid-search in the hyperparameter
space. The grid-search procedure is summarised in Table 1.

3.2 Deep learning approaches.

Regarding the application of neural networks to rumour and clickbait detec-
tion, we have considered the use of LSTM networks. LSTMs are a type of RNN
architecture originally introduced by Hochreiter and Schmidhuber in [15]. A
LSTM network looks quite similar to a standard RNN, but summation units
in the hidden layer are replaced by memory blocks. The advantages of LSTMs
are specially meaningful when facing problems requiring the use of long range
contextual information. Through input gates the network can decide when an
input is important enough to be memorised. Reset gates allow the network to
decide when a memory is no longer useful, whereas output gates release a par-
ticular memory. They deal quite successfully with the exploding and vanishing
gradient problems in RNNs. The LSTM model used in this work is based on
the Keras implementation7. It consists of a single LSTM layer with dropout
on top of an embedding layer.

DL model parameters were grid-searched to evaluate different configura-
tions for the proposed neural network models, without significant improve-

5 https://scikit-learn.org/stable/ [Last accessed 26 Jan 2020].
6 https://radimrehurek.com/gensim/models/doc2vec.html [Last accessed 26 Jan 2020].
7 https://keras.io/layers/recurrent/#lstm [Last accessed 03 March 2021].
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ments on the achieved scores. See Table 2 for further details on the grid-
searched parameters and the array of the possible values that were sequentially
tested.

Table 2 LSTM - Grid searched parameters.

Tuned parameters Tested values
optimizer SGD, adam
init glorot uniform, normal, uniform
batch size 10, 32, 64
number of LSTM units 10, 100, 200
LSTM dropout 0.02, 0.2

3.3 DL for detecting incongruence.

As we have underlined in the introduction, sometimes the incapability for mod-
eling complex problems arises from inaccuracies in the creation and treatment
of the datasets. In the first stage of this work, we dealt with just one of the
text components of the datasets in experiments A and B. In order to overcome
the shortcomings of this approach, in a second stage we have integrated dif-
ferent parts of these datasets to build the training data. Taking into account
that the dynamics of rumour propagation and clickbait have as a fingerprint
the divergence between the headline and the news content, we have designed
a DL architecture to gauge such a divergence [32]. More in detail, our last ap-
proach consists of detecting the incongruence between the news headlines and
bodies using a DL model which consists of a single standard LSTM [15] layer
combined with a RDE [24]. This incongruence can later be combined with the
post information in order to generate the final decision for the problem. The
LSTM layer is governed by the following equations:

ft = σ(Wfxt + Ufht−1 + bf ) (1)

it = σ(Wixt + Uiht−1 + bi) (2)

ot = σ(Woxt + Uoht−1 + bo) (3)

ĉt = tanh(Wcxt + Ucht−1 + bc) (4)

ct = ft ◦ ct−1 + it ◦ ĉt (5)

ht = ot ◦ tanh(ct) (6)

Where W∗ and b∗ are weight matrices and biases, repectively, ct and ht are the
cell and hidden states, and the operator ◦ denotes an element-wise product.
The symbol σ represents the sigmoid activation function, while tanh refers to
the hyperbolic tangent activation function. We consider one single LSTM layer,
with shared weights, to process the headlines, the bodies, and the Twitter’s
posts. This makes sense since news headlines and Twitter’s posts are frequently
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very similar, and they are also related to the news bodies. The process can be
interpreted as a kind of data augmentation, and it also reduces the number of
trainable parameters and the overall model complexity. After processing the
headlines and news bodies with the LSTM layer, the hidden states hheadline
and hbody are injected into a new layer that computes the incongruence as:

p = σ(hheadlineMhTbody + bp) (7)

where M is a square weight matrix and bp is a scalar bias. The output p
of the incongruence layer may be interpreted as the probability of the news
headline and body being inconsistent, and hence as a clickbait indicator. The
LSTM hidden state for the post data, hpost, is also further processed with a
fully-connected layer with weight matrix Wd and bias vector bd:

d = σ(Wdhpost + bd) (8)

Finally, the outputs of the incongruence layer, p, and the post layer, d, are
concatenated into a single vector, [p :: d], and passed through a last dense
layer to obtain the final model decision as:

y = Wy[p :: d] (9)

Note that the output dense layer does not have a bias, but only a weight matrix
Wy. This selection was a result of the series of experiments realised during the
study of the dataset and as part of the design phase. This is a very important
concern that is related to the No Free Lunch Theorem (NFT) for supervised
ML [40]. Indeed, the adequate adjustment of a learning algorithm according
to given training dataset demands making some additional assumptions. In
our case, the elimination of the bias in the output dense layer is one of these
assumptions.

Another assumption is drawn from the preparation of the input data of our
model. As we are dealing with text, this has to be converted into a numeric
array. This transformation can be conducted by TF-IDF or by word embed-
dings Word2Vec or Doc2Vec. Nevertheless, rumour spreading and clickbait are
problems where semantic sensitivity should be properly gauged. Therefore, it
seems reasonable to discard TF-IDF and to adopt some word embedding. In
this regard, we have to bear in mind that semantic sensitivity depends not
only on local statistics (local content information of words) but also on global
statistics (word co-occurrence). Thus, we selected GloVe [33] over Word2Vec
or Doc2Vec, we verified in our experiments the suitability of such a selection,
and then we filtered the inputs of the classification model using a pretrained
GloVe embedding. In specific, we use the 6B-50D GloVe, reducing the em-
bedding dimension to just 10 features by using Principal Component Analysis
(PCA). A sketch of the complete model is shown in Fig. 3. In the results sec-
tion we consider different partial submodels by using the incongruence layer
only (eq. 7), the post layer only (eq. 8), or the full model (eq. 9) to process
the clickbait data.
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Fig. 3 Model diagram. Note the different input shapes, which correspond to the body
(first), headline (second), and post (last). The incongruence layer input is the LSTM output
after processing on the one hand the body text and, on the other hand the headline text
(Eq. 7).

It is necessary to clarify that the training has been carried out as a regres-
sion problem where the targets are given by the average values provided by
the judges in the Webis clickbait challenge [35], which lie between 0 and 1.
Hence, the output of our model is a linear layer (eq. 9) clipped to the interval
[0, 1]. When needed, accuracy and AUC scores are computed by thresholding
the model’s output with a threshold value of 0.5.

4 Results

In this section we discuss the results obtained from experiment A and exper-
iment B. The analysis is carried out by considering the mean accuracy (Acc)
and the area under the ROC curve (AUC) of the different models and configu-
rations. We have to recall that experiment A was intended to ponder whether
classical and simple models can be applied with a certain dataset, such as the
rumour dataset which is considered in this article. In experiment B, the goal is
to highlight that the suitability of the winner strategy in experiment A cannot
be generalised and directly applied to the more complex scenario of clickbait
detection that is considered in experiment B.

4.1 Experiment A

The Acc performance for the NLP configurations considered in experiment
A is shown in Fig. 4, whereas Fig. 5 encloses the results in terms of AUC
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performance. For each NLP algorithm (TF-IDF, Word2Vec and Doc2Vec) the
Acc and AUC scores obtained with each classification algorithm (Random
Forest, XGBoost, kNN and SVM ) are depicted.

Fig. 4 Acc - NLP approaches (experiment A). Fig. 5 AUC - NLP approaches (experiment A).

For the considered DL approaches, cross-validation was carried out using a
10-fold StratifiedKFold. The best Acc score was 70.27% with a AUC score
of 50.16%. Further tuning by means of data augmentation, hyper-parameters
grid search or K-Folds validation only increased Acc up to 70.81%.

As Table 3 informs, the best performance in experiment A draws an Acc
of 92.97% and a AUC of 87.96%, which is obtained by transforming the input
text by TF-IDF and then classifying the result with a SVM.

Table 3 Obtained Acc and AUC scores on all tested architectures (experiment A).

Architecture Acc AUC
TF-IDF - Random Forest 0.86 0.76
TF-IDF - kNN 0.88 0.86
TF-IDF - SVM 0.93 0.88
TF-IDF - XGBoost 0.87 0.82
Word2Vec - Random Forest 0.81 0.69
Word2Vec - kNN 0.82 0.71
Word2Vec - SVM 0.71 0.50
Word2Vec - XGBoost 0.81 0.50
Doc2Vec - Random Forest 0.80 0.66
Doc2Vec - kNN 0.82 0.79
Doc2Vec - SVM 0.82 0.76
Doc2Vec - XGBoost 0.86 0.77
LSTM 0.70 0.48
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4.2 Experiment B

In this experiment we are addressing a more complex scenario defined by the
Clickbait Challenge Dataset. Here we want to test whether the conclusion of
experiment A can be applied to the new clickbait scenario. Therefore, we test
the best combination of preprocessing and classifier obtained from experiment
A (TF-IDF and SVM) and, after that, we apply the DL model that was intro-
duced in Sec. 3.3. This model allows three different configurations (see Fig. 3):
(1) Incongruence, the standard Recurrent Dual Encoder [24], whose output
follows equation 7; (2) Post, the standard text-processing DL model (Embed-
ding - LSTM - Dense), where the model output follows equation 8; and (3)
Mixed, which is the combination of previous models, following equation 9.

The entire dataset was split into the training set (80% of the original
dataset) and the test data (20% of the original dataset); the DL models were
trained for 30 epochs and according to the hyperparameters configuration
shown in Table 4. Namely, the models have 100 units in the LSTM layer, they
are trained using a NAdam optimizer [7] with a learning rate of 0.001, and the
batch size is set to 256. The models also have an input and output dropout of
0.2. Finally, the embedding layer of our models is initialised with the first 10
principal components of the pre-trained GloVe embedding [33].

Table 4 Training hyperparameters for the DL model for the Clickbait Challenge dataset.

Hyperparameter Value
Embedding units 10
Recurrent units 100
Batch size 256
Learning rate 0.001
Input dropout 0.2
Output dropout 0.2
Optimizer NAdam

The DL models in experiment B were executed 10 times to obtain aver-
age performance scores. Additionally, experiment B was also conducted with
the configuration that was selected in experiment A, i.e., the combination of
TF-IDF and SVM. Table 5 shows that the preprocessing of TF-IDF and the
classification with SVM leads to good performance, but the DL approach im-
proves this performance, as demonstrated by the reduction in the MSE and
by the rise of the Acc and the AUC. For the sake of comparison, the table also
includes results from other authors.

For the sake of comparison, we test the described DL models for detecting
incongruence on the Twitter rumour dataset. Table 6 shows the results. In
this case, we achieve better results than the DL approaches: an Acc of 0.72
and an AUC score of 0.69 with the Post model. However, this is still far from
the best model (TF-IDF with SVM).
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Table 5 Results for experiment B obtained by averaging 10 different executions trained
on the same conditions. Note that SVM has no standard deviation because training always
provides the same model.

MSE Acc. AUC
Indurthi and Oota [18] 0.079 0.785
TF-IDF + SVM - ours 0.0462 0.818 0.797
Gairola et al. [10] 0.046 0.835
Cao et al. [5] 0.045 0.836
Potthast et al. [35] 0.044 0.832
Thomas [39] 0.043 0.826
Glenski et al. [11] 0.041 0.827
Incongruence - ours 0.0368± 0.0002 0.8341± 0.0019 0.8640± 0.0010
Grigorev [14] 0.036 0.847
Kumar [21] - 0.835
Zhou [43] 0.033 0.856
Omidvar [31] 0.031 0.855
Post - ours 0.0299± 0.0002 0.8574± 0.0028 0.9012± 0.0012
Mixed - ours 0.0296±0.0002 0.8590±0.0018 0.9034±0.0008

Table 6 Results obtained on the Twitter rumour dataset with the DL models for detecting
incongruence, and the best model from Table 3.

Architecture Acc AUC
TF-IDF - SVM 0.93 0.88
Incongruency 0.70 0.64
Post 0.72 0.71
Mixed 0.76 0.74

5 Conclusion and future work

This article is about two experiments based on Twitter data about rumour
propagation and clickbait. While clickbait refers to the deliberate use of short
messages or misleading headlines to increase traffic of specific webpages, ru-
mours are stories in general circulation without confirmation or clear relation-
ship with facts. We use Twitter data to investigate these phenomena because
this digital platform offers a good opportunity to study the spreading of inac-
curate information. We know that shallow reading and truth bias may facilitate
the spreading of misinformation. Messages shared over Twitter are limited in
size so that users have an incentive to discard details about the news shared,
lowering the chances of the tweet recipient to assess the accuracy of the source
or of the content.

In both experiments the Twitter data is associated with headlines and
news text. In experiment A we used the rumour dataset given in [20]. Clas-
sical NLP and ML techniques were trained to classify the information and
identify rumours. Regarding ML, we distinguished in our tests between low
and high computational cost approaches. Along the different trials, we ob-
served that experiment A does not require a complex model to characterise
the underlying dynamics. Based on the performance of the algorithm, we come
to the conclusion that basic pre-processing through TF-IDF and classification
by SVM led to better performance than the one obtained by applying DL.
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In the case of the Clickbait Challenge dataset, in experiment B we adopt
the TF-IDF and SVM strategy to model and detect clickbait. In addition, we
extend the DL methodology by integrating additional information in the train-
ing data as proposed in [32]. More specifically, we use news headlines, news
bodies, and Twitter’s posts to build an incongruence metric to detect the in-
consistencies between headlines and contents. A DL methodology was built
upon this metric and according to the three layers architecture that is shown
in Fig. 3. An in-depth examination of the performance scores analysed demon-
strates the superiority of the DL methodology. The complexity of the dataset
used in experiment B seems to demand a more elaborated ML architecture
and extra work at the time of selecting the most reliable text pre-processing
procedure and at the time of tuning hyper-parameters. We may argue that the
difference in the most suitable model in the case of experiment A and B can
be attributed to the No Free Lunch Theorem [40], namely that models should
be selected on a case-by-case basis taking into account characteristics of the
dataset and of the objective function.

Despite the preference for DL in experiment B, future work should expand
on the issue of DL interpretability and also assess other performance indi-
cators as part of a more comprehensive cost-benefit analysis. The discussion
around complexity brings computational and interpretability concerns. ML in-
terpretability is more difficult to achieve in the context of DL with respect to
NLP, Random Forest, k-NN or SVM. Current efforts to develop interpretable
detection techniques leave open questions about the role of the user/expert
and the most appropriate tools to identify misinformation [29]. Future work
should focus on fostering interpretability in DL, while incorporating expert
knowledge to combat unreliable sources of information. It is worth mentioning
that the connectivity between automation and the human factor should be
bidirectional, to overcome both algorithmic and cognitive biases.
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