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Executive   Summary   
This  deliverable  is  an  extension  of  D2.2  [D2.2]  and  focusses  on  the  storage  provided  in  the                  
EOSC-Synergy  project.  (It  was  added  as  part  of  the  amendment,  therefore  it  is  due  before                 
D2.3.)  The  storage  infrastructure  is  operated  in  alignment  with  the  EOSC  Federating  Core               
[EOSC-FedCore]  Architecture.  Currently  not  all  requirements  of  this  architecture  can  be  met.              
While  the  integration  with  the  Authentication  and  Authorisation  Infrastructure  (AAI)  is  in  place  an               
working  properly,  some  accounting  and  most  monitoring  features  are  not  yet  available  in  the                
software  used  to  operate  the  services.  With  the  evolution  of  the  OpenStack  middleware,  and  the                 
extensions  delivereid  within  the  context  of  the  EGI  Federated  Cloud  initiative  this  is  expected  to                 
improve   by   the   end   of   2021..     

The  different  storage  types  available  in  the  infrastructure  are  Block  Storage,  Object  Storage,               
and  additional,  so  called  “External”  Storage  systems.  Each  of  these  storage  systems  has               
different  access  properties,  performance  specifics,  and  requires  specific  access  patterns.  This             
document  describes  these,  and  illustrates  the  general  pattern  of  how  these  different  storage               
types   can   and   should   be   used.     

In  addition  to  the  available  storage  types,  we  describe  different  use  cases  in  which  the  storage                  
can  be  used,  namely  from  outside  of  the  infrastructure  (e.g.  for  data  injection),  access  from                 
inside  a  given  Virtual  Machine  (VM),  and  access  from  a  container  on  a  Kubernetes  Cluster.                 
More  precise  instructions  on  the  usage  of  the  available  storage  types  in  the  different  use  cases                  
are  subject  to  be  turned  into  training  units  [D6.1].  The  “rclone  approach”  that  we  planned  to                  
investigate  in  T2.2  is  making  use  of  the  rclone  [RCLONE]  tool.  It  that  supports  a  large  variety  of                    
storage  types,  authentication  mechanisms,  and  transfer  protocols,  including  third  party            
transfers.   This   simplifies   the   complex   field   of   data   transfers.   

A  final  table  provides  an  overview  about  the  storage  capacities  provided  by  which  computer                
centre,  and  the  status  of  integration  with  the  infrastructure.  A  total  of  roughly  1PB  is  available  in                   
the  infrastructure.  Thematic  services  of  EOSC-Synergy  are  given  access  to  shares  of  this               
storage   on   request.     
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1. Introduction   
EOSC-Synergy  is  a  collaborative  project  involving  several  institutions  from  eight  European             
countries  working  together  to  combine  their  knowledge  and  expertise  to  expand  the  EOSC               
capabilities  and  capacity.  The  mission  of  WP2  in  EOSC-Synergy  is  towold.  On  one  hand  WP2                 
set  out  to  build  an  infrastructure  capability  that  is  based  on  the  EOSC  Architecture  and  to                  
support  national  capacities  in  extending  the  capacity  of  EOSC.  On  the  other  hand  the  mission  is                  
to  enable  the  thematic  services  being  integrated  in  WP4  to  use  the  infrastructure  available  at  the                  
participating   institutions   and   beyond.   

For  enabling  our  partners  to  contribute  their  computing  and  storage  capacities  into  the  EOSC                
we  have  adhered  to  the  EOSC  Technical  Architecture  [EOSC-Architecture]  as  our  reference              
document.  To  enable  the  EOSC-Synergy  partners  to  contribute  their  resources  to  the  EOSC,               
following  the  defined  guidelines,  we  have  taken  the  decision  to  integrate  with  existing  production                
services  in  the  EOSC  ecosystem,  rather  than  developing  our  own  solutions  or  setting  up                
dedicated  services.  This  is  because  such  infrastructure  might  stop  being  maintained  after  the               
end   of   the   project.   We   therefore   believe   this   approach   to   be   the   most   sustainable   option.   

Extending  the  2nd  deliverable  [D2.2]  of  this  WP,  this  deliverable  focuses  on  the  different  types  of                  
storage  that  are  available  in  the  infrastructure.  Each  different  type  has  specific  properties,               
including  different  ways  to  access  and  to  authenticate  to  it.  Furthermore,  the  infrastructure  offers                
different  models  and  tools  to  the  thematic  services  to  run  their  software.  We  therefore  also  cover                  
how  to  access  the  different  types  of  storage  from  a  selected  set  of  services,  namely  access  from                   
outside   of   the   infrastructure   (e.g.   for   data   injection),   and   access   from   inside   the   infrastructure.   

WP2  follows  the  requirements  of  the  thematic  services  that  were  collected  in  [D4.1],  and                
updated   in   [D4.2].   The   table   is   shown   in   figure1.   
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The  information  presented  in  this  deliverable  is  planned  to  be  used  for  the  creation  of  one  or                   
more  training  units  in  collaboration  with  WP6.  This  will  allow  us  to  provide  targeted  information                 
handling   the   storage   to   our   users,   developers   and   administrators.   

This  deliverable  consists  of  three  main  parts.  The  first  part  introduces  and  describes  the  storage                 
types  available  in  the  EOSC-Synergy  infrastructure.  For  each  storage  type,  we  give  a  short                
description,  an  update  on  the  current  status  of  integration,  as  well  as  a  short  conceptual  usage                  
guide.   Links   to   more   detailed   usage   are   given   where   applicable.   

The  second  part  illustrates  the  possible  access  to  the  storage.  We  investigate  three  typical  use                 
cases  for  our  infrastructure:  Accessing  the  storage  from  outside  the  infrastructure,  access  from               
a   Virtual   Machine   and   Access   via   a   Container   on   a   Kubernetes   Infrastructure.     
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2. Storage     types     available   in   EOSC-Synergy   
In  EOSC-Synergy,  the  infrastructure  provides  access  to  different  storage  systems.  Here  we              
describe   each   of   the   storage   systems.   

2.1 OpenStack   
OpenStack  is  the  software  that  is  being  used  to  provide  the  EOSC-Synergy  Cloud  computing                
Infrastructure.  It  allows  computing  and  storage  resources  to  be  provided  on  demand,  as               
explained   in   what   follows.   

2.1.1 Short   description   
OpenStack   providers   can   deliver   two   types   of   storage:   

● Block  storage:  Persistent  storage  volumes  that  can  be  attached  to  VMs  as  additional               
disks.  Data  stored  on  a  volume  is  not  to  be  accessed  directly:  the  volume  needs  to  be                   
attached  to  a  running  VM,  and  be  mounted  as  an  additional  disk.  Data  stored  on  the                  
volume  will  be  available  for  services/applications  running  on  the  VM.  The  capacities  of               
volumes  in  block  storages  are  usually  limited  and  defined  at  their  creation,  but  they  can                 
be   extended   if   the   providers   allow   it.   
In  EOSC-Synergy,  the  thematic  services  as  owners  of  the  VM  can  provide  access  to  the                 
data  for  other  users/applications  outside  of  the  VM  via  services  running  on  the  VM  like                 
SSH,   NFS,   or   tools   provided   by   the   thematic   service   itself.   

● Object  storage:  Data  in  object  storage  consists  of  objects  (files)  that  are  grouped  in                
containers,  an  abstraction  used  to  group  together  and  organise  the  stored  data  (although               
the  term  container  is  used  here  it  must  not  be  confused  with  container-based               
virtualisation).  The  data  can  be  accessed  directly  from  anywhere  via  the  REST  API               
provided  by  OpenStack.  In  general,  object  storage  systems  have  higher  capacities             
(virtually  limited  only  by  quotas)  and  lower  transfer  throughput  than  block  storage.              
Therefore,  object  storage  is  usually  used  for  permanent  (long-term)  storage  of  large              
data,  and  block  storage  is  used  for  intermediate  (short-term)  data  for  concrete              
computation.    

2.1.2 Integration   with   EOSC   

2.1.2.1 Block   storage   
OpenStack  provides  a  public  and  administrative  REST  API  for  manipulating  the  volumes  (e.g.               
create,  attach,  delete,  clone,  etc.)..  That  API  does  not  cover  access  to  data  stored  inside  the                  
volumes,  as  this  storage  system  is  aimed  at  providing  additional  capacities  for  individual  and                
specific  servers.  The  API  uses  the  OpenStack  Identity  system  (Keystone),  therefore,  for  sites               
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integrated  with  EOSC-Synergy,  users  can  use  the  API  with  OIDC  Access  Tokens  obtained  from                
the   EGI   Check-in,   when   creating   Virtual   Machines.   

For  accounting  we  rely  on  EGIs  CASO  system,  which  currently  only  accounts  storage  that  is                 
attached  to  running  VMs.  Support  for  accounting  of  storage  that  is  not  attached  to  VMs  is                  
expected   to   be   supported   by   the   end   of   2021.   

2.1.2.2 Object   storage   
Object  storage  uses  the  REST  API  provided  by  OpenStack  to  manage  (e.g.  create,  update,                
delete,  etc.)  the  stored  data,  using  direct  HTTP  access  (both  anonymous  and  authenticated)  to                
provide  access  to  the  stored  assets.  Therefore,  if  a  site  is  integrated  with  EOSC-Synergy,  the                 
object  storages  are  automatically  integrated  with  the  corresponding  federated  services.            
Integration  of  accounting  and  monitoring  for  object  storage  is  on  the  roadmap  of  EGI,  but  not                  
available   at   the   moment.   

2.1.3 Usage   Modes   
The   provided   storages   can   be   used   in   different   ways,   and   with   different   purposes.   

2.1.3.1 Block   storage   
The  block  storage  service  (cinder)  is  available  for  every  user  at  an  OpenStack  site,  if  the  user  is                    
in  one  of  the  supported  Virtual  Organisations  (VO).  Quota  (numbers  of  volumes,  total               
capacities)  are  set  per  VO,  not  for  individual  users.  For  increasing  quota,  VO  managers  need  to                  
negotiate   with   site   admins   individually.   

Users  can  manage  volumes  in  the  same  way  as  managing  VMs:  via  OpenStack  Horizon                
dashboards,  command-line  clients  or  OpenStack  API.  Some  recipes  in  the  Infrastructure             
Manager   [UPV-IM]    have   built-in   support   for   attaching   volumes   at   VM   creations.   

An   example   of   workflows   for   using   volumes:   

● Create   a   volume   with   requested   capacity   (GBs).   
● Attach   the   volume   to   a   VM.   
● Inside  the  VM,  execute  commands  to  format  the  volume  if  needed  and  mount  the                

volume   as   an   additional   disk   (fdisk,   mkfs,   mount).   
● If  the  VM  is  deleted,  the  volume  will  be  automatically  detached,  and  data  will  remain  on                  

the   volume.   Users   can   attach   the   volume   to   a   new   VM   for   accessing   the   data.   
● To   avoid   data   loss,   users   have   to   release   the   allocated   block   storage   explicitly.   

2.1.3.2 Object   storage   
The  object  storage  service  is  not  a  compulsory  service  for  our  participating  computer  centres.                
However,  most  sites  have  the  service  deployed.  Users  can  use  command-line  clients  or  the                
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REST  API  for  manipulating  data  stored  on  the  object  storage.  There  are  also  various  third-party                 
tools/libraries   that   support   our   object   storage   service,   such   as   rclone   or   Amazon   S3   clients.  

An   example   of   workflows   for   using   object   storage   via   the   OpenStack   command-line   client:   

● Convert  the  EGI  access  token  into  a  token  for  storage  access,  by  using  the  OpenStack                 
keystone   API.   

● Create   a   container:   “ openstack   container   create   my-container ”   
● Create  an  object  (put  a  file)  to  the  container:  “ openstack  object  create              

my-container   my-file.dat ”   
● List   available   containers/objects:   “ openstack   container/object   list ”   
● Read  an  object  (download  a  file)  from  a  container:  “ openstack  object  save              

my-container   my-file.dat ”   

  

2.2 External   Storages   
2.2.1 Short   description   

In  the  context  of  the  project  we  have  additional  storage  services  available.  These  storage               
services  are  not  a  part  of  the  OpenStack  infrastructure,  and  in  some  cases  not  directly                 
associated  with  EOSC-Synergy.  Therefore  the  level  of  integration  is  below  other  services  at  this                
stage  of  the  project.  The  storages  come  with  several  interfaces.  We  primarily  focus  on  the                 
WebDAV  interface,  because  this  works  well  with  the  token  based  identity  infrastructure  of               
EOSC.   

WebDAV  is  a  very  simple  and  widely  available  interface  to  storage  resources.  WebDAV  is  also                 
quite  flexible  so  that  it  may  be  integrated  with  OpenID  Connect  and  the  EGI  AAI.  In                  
EOSC-Synergy,   we   have   access   to   the    following   WebDAV   services:   

● NextCloud  [Nextcloud-Web]:  This  cloud  service  can  be  running  on  an  external  cloud              
maintained  by  third  parties  or  deployed  by  the  user  on  a  EOSC-Synergy  OpenStack  by                
running  the  service  in  a  node  as  interface  to  Block  and  Object  storages.  Currently                
NextCloud  does  not  support  WebDAV  with  OpenID  Connect,  but  a  straightforward  token              
translation   mechanism   is   available.   

● Large  Scale  Data  Facility  (LSDF)  [LSDF-Project]:  The  service  LSDF  Online  Storage  provides              
users  of  Karlsruhe  Institute  of  Technology  (KIT)  and  KIT  partners  access  to  a  particular                
central  data  storage  located  at  Steinbuch  Centre  for  Computing(SCC).  LSDF  does  have  a               
prototype  interface  for  WebDAV  and  OpenID  Connect,  but  the  EGI  AAI  is  not  supported  for                 
policy   reasons.   

● dCache  [DCache-Web]   is  a  system  for  storing  and  retrieving  large  amounts  of  data,               
distributed  among  a  large  number  of  heterogeneous  server  nodes,  under  a  single  virtual               
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filesystem  tree  with  a  variety  of  standard  access  methods.  One  of  these  access  methods                
is  WebDAV  with  OIDC  authentication.  dCache  is  available  typically  to  VOs  within  the               
WLCG   community.   

● GridFTP  [Globus-Org]  is  a  well  established  system  from  the  WLCG  ecosystem.  It  is  very                
scalable   and   supports   transfers   of   multiple   streams   in   parallel.   

2.2.2 Integration   with   EOSC   
Being  external  storage  resources,  the  integration  is  typically  limited  to  a  connection  with  the                
authentication  and  authorisation  infrastructure  (AAI),  usually  only  supporting  one  specific  VO.             
Monitoring  and  accounting  are  typically  available  per  service,  and  service  dependent.  Most              
services   do   not   publish   this   information,   but   it   is   only   available   on   request   by   an   administrator.   

● NextCloud  is  compatible  with  OAuth2  tokens  in  principle.  Also  it  has  been  integrated  with                
EGI  Check-In.  Currently,  the  only  functionality  supported  is  Web-Login.  Therefore            
Nextcloud  can  not  easily  be  used  programmatically.  The  web  frontend  however  allows              
creating  of  a  nextcloud-specific  token  which  can  be  used  to  access  storage.  Tools  like                
rclone   support   this   functionality.     

● Large  Scale  Data  Facility  (LSDF)  does  not  support  EGI  Check-In  due  to  a  policy                
mismatch.   Therefore,   other   authentication   methods   have   to   be   utilised   manually   

● dCache  has  a  demonstration  service  that  is  integrated  with  EGI  Check-In.  It  supports               
WebDAV   directly   with   AccessTokens   issued   by   EGI.   

● GridFTP  is  based  on  X.509  certificates.  Access  to  such  storages  is  possible  via  the                
token  translation  service  WaTTS.  This  allows  using  an  EGI  Identity  to  create  a               
medium-term  lived  (11  days)  certificate  that  can  be  used  for  GridFTP  and  other  services                
that   use   the   globus   [globus]   toolkit.   This   is   in   place   for   the   Worsica   Thematic   Service.   

  

2.3 Onedata   

2.3.1 Short   description   
Onedata  [Onedata-Web]  is  a  global  data  management  system,  which  provides  access  to              
globally  distributed  storage  resources  and  supports  a  wide  range  of  use  cases  from  personal                
data  management  to  data-intensive  scientific  computations.  Due  to  its  distributed  architecture,             
Onedata  enables  creation  of  hybrid-cloud  infrastructure  deployments,  including  private  and            
commercial  cloud  resources.  It  allows  users  to  share,  collaborate  and  publish  data  as  well  as                 
perform   computations   on   distributed   data.   

The  Onedata  system  comprises  zones  (Onezone)  which  enable  establishment  of  federations  of              
data  centers  and  users,  storage  providers  (Oneprovider)  who  expose  storage  resources  and              
clients,  who  can  access  their  data  via  a  virtual  POSIX  file  system.  Onedata  manages  all                 
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operations  on  files,  ensures  access  to  files  available  remotely  and  gives  users  an  eventually                
consistent  view  of  the  filesystem  from  anywhere.  Onedata  introduces  the  concept  of  a  virtual                
volume,  owned  by  one  or  more  users,  where  the  data  is  stored.  Each  space  can  be  supported                   
by  a  dedicated  amount  of  storage  supplied  by  one  or  multiple  storage  providers.  Storage                
providers  deploy  instances  near  the  storage  resources,  register  it  in  a  selected  service  to                
become  part  of  a  federation  and  expose  those  resources  to  users.  By  supporting  multiple  types                 
of  storage  backends,  such  as  POSIX,  S3,  Ceph  and  OpenStack  Swift,  Onedata  can  serve  as  a                  
unified   virtual   file   system   for   multi-cloud   environments.     

In  the  context  of  the  project,  Onedata  provides  an  additional  storage  management  solution  that                
can  aggregate  other  storage  resources  in  its  ecosystem  and  provide  globally  unified  access  to                
data.   

2.3.2 Integration  with  EOSC-Synergy  (AAI,  Accounting,       
Monitoring)   

The  main  point  of  integration  with  EOSC-Synergy  is  the  Onezone  component  that  is  responsible                
for  authentication  and  authorisation.  Currently  Onezone  supports  OpenID  and  SAML  and  thanks              
to   that   it   integrates   with   the   EGI   AAI.   

Onezone  and  Oneprovider  components  provide  a  REST  API  interface  with  which  one  can               
obtain  all  the  necessary  details  regarding  users,  system  usage,  and  storage  capacity.  Those               
endpoints   are   available   for   any   external   accounting   system.     

As  for  monitoring,  all  Onedata  components:  Oneprovider,  Onezone  and  Oneclient;  provide  a              
vast  number  of  counters  that  are  designed  to  be  fed  into  Grafana/Graphite  type  monitoring                
systems.   Accounting   is   currently   not   sufficiently   supported   in   Onedata.   

2.3.3 Usage   modes   
In  EOSC-Synergy  the  main  entrypoint  for  users  is  EGI  Datahub  ( http://datahub.egi.eu/ )  which  is               
an  Onezone  instance  deployed  for  EGI.  User  can  enter  it  using  integrated  EGI  AAI  and  start                  
created  spaces.  In  order  for  the  space  to  be  useful,  user  needs  to  either  deploy  his  own                   
Oneprovider  or  request  a  storage  space  from  already  existing  One  Provider  instance  present  in                
EOSC-Synergy.  Having  his  space  supported,  user  can  start  uploading  data  to  the  space  and                
access  it  via  Oneclient  POSIX  interface  -  usually  for  the  purpose  of  distributed  computing  on                 
said  data.  For  more  details  about  usage  of  Onedata  please  consult  the  comprehensive               
documentation   available   at:    https://onedata.org/#/home/documentation/stable/index.html .     
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3. Using   the   available   storage   
This  section  provides  an  overview  over  how  the  different  available  storages  may  be  used  within                 
the  infrastructure.  These  use  cases  are  generic  enough  to  model  the  requirements  outlined  by                
the   Thematic   Services   in   [D4.1].   

3.1 Access   from   outside   of   infrastructure   (Upload)   
Commonly,  data  has  to  be  uploaded  to  a  place  from  where  it  is  accessible  on  the  infrastructure.                   
This  is  particularly  the  case  for  Block  storage,  which  is  only  accessible  from  inside  VMs  that  run                   
on   the   infrastructure.   Users   have   two   options   in   this   case:   

1. Data  can  either  be  copied  to  a  storage  that  we  described  as  “external”  storage.  This  may                  
be  an  existing  repository  that  already  holds  the  data,  or  a  storage  place  to  which  data  is                   
copied.  If  it  is  known  a  priori,  on  which  computer  centre  site  the  computing  will  take                  
place,  this  may  also  be  an  object  storage  at  the  given  site.  Also,  an  object  storage  at  a                    
different  site  might  be  used,  but  this  is  not  recommended  due  to  a  reduced  efficiency                 
because   of   a   data   transfer   required   between   multiple   computer   centres.   
After  the  data  is  placed  on  the  external  storage,  the  computing  job  would  allocate  a                 
sufficient  amount  of  block  storage  to  which  the  data  is  then  copied  (typically  in  parts)  for                  
processing.   

2. An  initial  VM  could  be  started  on  the  infrastructure  that  already  has  allocated  a  block                
storage.  This  VM  would  run  a  service  that  allows  the  data  upload.  This  is  only                 
recommended  for  advanced  users,  due  to  the  attached  security  implications.  Also,  block              
storage  is  a  more  expensive  type  of  storage  and  therefore  less  available.  For  large                
amounts   of   data   this   might   not   be   practical.   

3.2 Access   from   inside   the   infrastructure   (VMs)   
Once  a  (set  of)  VM(s)  is  running  on  the  infrastructure,  they  need  to  access  the  data  that  was                    
previously  stored  on  one  of  the  externally  accessible  storage  systems.  While  this  access  is                
typically   different   for   each   protocol,   there   is   a   common   pattern:   

● Allocate   local   block   storage   
● Translate   an   existing   authentication   token   to   one   for   the   storage   service   
● Access   the   storage   to   copy   the   data   input   to   the   local   block   storage   
● Process   the   data   
● Store   the   data   back   to   where   it   can   be   retrieved   externally.   

An  important  point  is  that  the  block  storage  is  persistent  between  multiple  instantiations  of  a  VM.                  
This  also  means,  that  it  needs  to  be  purposefully  removed,  because  it  otherwise  continues  to                 
occupy   storage   space.   
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This  common  pattern  is  supported  by  a  variety  of  tools.  We  recommend  using  the  rclone  tool.                  
Rclone  supports  many  different  protocols,  authentication  systems,  including  third  party            
transfers,   if   the   underlying   protocol   and   resources   support   it.   

3.3 Kubernetes   
The  Infrastructure  Manager  (IM)  allows  the  instantiation  of  the  Kubernetes  container             
orchestration  platform.  Kubernetes  itself  does  not  directly  provide  storage.  However,  it  is  able  to                
use  existing  storage  resources  via  the  Container  Storage  Interface  (CSI)  [KCSI].  These  are               
drivers  that  are  managed  by  third  parties,  often  hardware  vendors  that  want  to  make  their                 
products  compatible  with  Kubernetes.  These  drivers  provide  so-called  Kubernetes  Persistent            
Volumes   (PV)   [KPV]   on   pluggable   (potentially   external)   storage   resources.   

This  allows  turning  existing  external  storage  resources  into  cloud  consumables  named  PV.              
These  PV  are  consumed  by  the  thematic  service  containers  as  “volumes”  that  the  application                
can   use   to   store   permanent   data.     

3.3.1   Integration   with   EOSC-Synergy   
The   following   storage   types   available   in   EOSC-Synergy   can   already   be   used:   

● Network  File  System  (NFS)  using  OpenStack  Block  storage:  A  NFS  service  can  be               
installed  in  the  deployed  cluster  node  with  the  block  storage  providing  the  persistent               
storage  as  a  network  storage  resource.  Then  kubernetes  can  integrate  this  service  into               
its  cluster  as  PV.  If  data  needs  to  be  accessed  outside  of  the  kubernetes  cluster,  the                  
NFS  service  can  be  integrated  on  the  master  node  as  it  has  a  public  interface  accessible                  
from   the   internet.   

● CEPH:  The  CEPH  object  storage  is  often  used  to  provide  storage  for  the  OpenStack                
clusters   in   our   federeate   cloud   infrastructure.   

● Swift  Object  Storage:  There  is  currently  no  CSI  driver  for  the  OpenStack  Swift  Object                
Storage.   

● OneData:   There   is   currently   no   CSI   driver   for   OneData.   
● WeDAV:   There   is   currently   no   CSI   driver   for   WebDAV.   

These  storages  can  be  acced  from  Kubernetes  an  analogous  way  as  described  for  OpenStack,                
where  Block  Storage  can  be  consumed  by  one  VM  that  exports  it  as  NFS,  which  is  then  usable                    
inside   the   kubernetes.   

The  CSI  interface  of  Kubernetes,  however,  supports  a  wide  range  of  storage  systems,  mostly                
commercial  ones.  The  idea  of  using  CSI  is  that  it  provides  an  abstract  interface  and  can  directly                   
benefit  from  the  existing  mechanisms  available  in  the  federated  cloud,  such  as  the  AAI,  Virtual                 
Organisations,   or   Accounting.   
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To  be  more  useful  for  EOSC-Synergy,  we  consider  developing  CSI  drivers  for  resources  such  as                 
WebDav,  or  OneData.  With  that  the  Kubernetes  CSI  driver  needs  to  be  integrated  with  the                 
available  storage  services  in  the  project.  We  have  not  implemented  this  so  far,  because  this                 
goes  beyond  the  initial  plans  of  the  project.  Yet,  implementation  is  considered,  if  this  is  deemed                  
important   for   the   thematic   services.  

3.3.2   Usage   modes   
Currently  only  blockstorage  can  be  used  to  make  use  of  the  supported  persistent  volumes  by                 
kubernetes   on   our   infrastructure.   

3.3.2.1 OpenStack   Block   storage   as   NFS:   
Infrastructure  Manager  comes  with  a  template  to  “Launch  a  Kubernetes  Virtual  Cluster”.  This               
standard  procedure  allows  the  possibility  to  configure  the  normal  “kubernetes”  cluster             
parameters  such  as  number  of  worker  nodes  together  with  the  additional  regarding  the               
persistent   storage   requirements.   The   workflow   would   involve   the   following   steps:   

● A   user   accesses   Infrastructure   Manager   via   EGI   CheckIn   
● User  configures  Kubernetes  cluster  deployment,  where  among  other  parameters  defines            

either   a   new   block   storage   or   mounts   an   existing   one   
● Depending  on  the  usage  scenario,  a  user  copies  the  data  to  this  storage  via  publicly                 

exposed  NFS,  or  from  inside  the  Kubernetes  cluster  retrieves  the  data  from  an  external                
storage  and  copies  it  to  the  block  storage  in  Kubernetes.  The  recommended  way  for  the                 
latter   is   via   rclone.   
To  create  and  attach  a  new  empty  block  storage,  the  user  must  specify  its  size  using  the                   
“disk_size”  configuration  field.  On  the  other  hand,  if  the  user  just  wants  to  attach  an                 
already  existing  volume  (for  example  with  already  existing  data),  the  “volume_id”  field              
has  to  be  configured.  In  both  cases  the  volume  is  mounted  at  "/pv"  path  that  is  exported                   
by   a   NFS   server   installed   on   the   K8s   master   node.   

○ disk_size:  An  empty  volume  is  created,  formatted  and  mounted  at  "/pv"  path.  In               
this   case   when   the   infrastructure   is   deleted,   the   volume   is   also   deleted.   

○ volume_id:  The  volume  is  mounted  at  "/pv"  path.  In  this  case  the  volume  is  not                 
deleted   by   the   IM   on   infrastructure   deletion.   

● Finally  the  nfs-client-provisioner  is  installed  in  the  cluster,  so  that  any  PVC  that  is  created                 
automatically   generates   a   PV   in   the   NFS   system.     
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4. Progress   on   capacity   allocation   
This  section  gives  an  overview  over  the  existing  storage  capacity  at  the  EOSC-Synergy               
participating  sites.  The  numbers  given  are  the  maximum  numbers  that  are  available  to  the  VOs                 
as   a   whole.   

The  storage  capacities  are  provided  as  part  of  the  Cloud  and  HPC  offerings,  through  services                 
within  those  environments.  In  addition,  standalone  and  dedicated  storage  for  specific  thematic              
services  is  provided  at  individual  centres  as  listed  in  the  following  table.  From  the  total  numbers                  
estimated  in  D4.1  [D4.1],  Thematic  services  will  need  roughly  The  additional  storage  capacities               
allow  for  standalone  access  to  the  stored  data,  through  independent  APIs,  decoupled  from  the                
computing   model   being   used.   The   current   status   is   shown   in   Table   1   
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Partner   Technology   Current   
resources   

  
Integration   

status   

Notes   
e.g.   accounting   /   monitoring   

specific   to   service   

BIFI   Block   Storage   100TB      
local   storage   attached   to   VM   
instances   

CIEMAT   
Block   Storage   96TB           

OneProvider   32TB        

CSIC  

Block   Storage   100TB        

Object   Storage   100TB        

GridFTP   100TB   X.509     

CESGA   Block   Storage   500GB      2TB   reserved   

CESNET   
Block   Storage   50   TB      UMSA   plus   SCIPION   only   

Object   Storage   200   TB   In   progress  
local   storage   only,   in   future   planned   
integration   with   OneData   (PBs)   

IISAS   
Block   Storage   2TB           

Object   Storage   10TB           

LIP   /   NCG   

Block   Storage   512GB        

Object   Storage   100GB        

GridFTP   200GB   
X.509   via   
WaTTS   

Integrated   in   the   EGI   HTC   service,   
through   X.509   

PSNC   
Block   Storage   30   TB   In   progress  expanded   later   

DPM   SE   15TB   X.509   
Integrated   with   EGI   HTC,     
x509   Cert   based   access   



                                                                  
    

Table   1:   Storage   capacities   in   the   EOSC-Synergy   project.     
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Cyfronet   Onedata   20TB         -   

KIT   WebDAV/OIDC   100TB         
Integrated   with   National   AAI   
EGI   Check-in   pending   



                                                                  
    

5. Conclusion   
The  deliverable  is  an  extension  of  D2.2,  the  “Intermediate  report  on  integration  efforts”  with  a                 
special  focus  on  storage.  As  such,  it  provides  a  detailed  overview  of  the  different  types  of                  
storage  systems  that  are  available  in  the  infrastructure.  The  deliverable  describes  the  usage               
concept  of  the  different  storage  types  on  the  conceptual  level,  so  that  users  can  understand  and                  
map   the   different   storages   to   their   use   cases   as   described   in   [D4.1]   easier.     

One  section  of  the  deliverable  covers  access  to  the  storage  from  the  different  platforms,                
typically  used  by  the  thematic  services.  Also,  this  is  covered  on  the  conceptual  level,  so  that  it                   
serves   to   architecting   used   cases.   

We  generally  recommend  the  rclone  [RCLONE]  tool,  that  supports  all  the  different  storages               
supported   in   a   meaningful   way   from   just   a   single   tool.   

The  material  collected  in  the  deliverable  will  be  used  as  input  for  more  detailed  training  courses                  
that  will  be  published  via  the  projects  learning  platform  at   https://learn.eosc-synergy.eu .  These              
courses  will  be  more  focussed  on  technology  and  contain  more  details  on  the  usage  of  the                  
authentication   and   authorisation,   as   well   as   details   on   how   to   use   the   rclone   tool.   

The  current  state  of  the  storage  integration  with  the  EOSC  core  services  AAI,  Monitoring  and                 
Accounting  is  described.  The  AAI  works  well,  Accounting  works  for  a  large  subset  of  the                 
infrastructure,  and  is  currently  being  extended  to  cover  all  storage  types.  Monitoring  is  currently                
working   well   at   a   per-site   level,   and   will   be   integrated   into   the   EOSC   Monitoring   in   the   future.   

The  deliverable  closes  with  the  overview  of  available  storage  capacity,  which  summarises  in               
total   to   almost   a   full   PetaByte   of   storage.     
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