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Abstract

In a previous work, we proposed a color extension of an existing focal-
plane tone-mapping operator (FPTMO) and introduced circuit modifications
that led to smaller sensing array area and simpler off-chip white-balance op-
erations. The proposed FPTMO chip was fabricated and its experimental
test setup is under development. In the present work, we systematically
compare the previously proposed FPTMOs with conventional digital tone-
mapping operators (DTMOs), both in terms of overall image quality and
execution time. To assess the image quality, we use the Tone-Mapped im-
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age Quality Index (TMQI) metric, the Blind Tone-Mapped Quality Index
(BTMQI) metric, and an image colorfulness metric. By statistically compar-
ing the results given by both metrics, we verify that the proposed FPTMOs
achieve results similar to those obtained with DTMOs, occasionally outper-
forming them. To compare the tone-mapping operators execution times,
we perform a detailed complexity analysis. Results show that system-level
software FPTMO descriptions (FPTMO functionality described in software)
rank among the fastest DTMOs and that the hardware FPTMO (described
in software) speed-up depends on the target frame rate. For 30-frames-per-
second color image generation, the fastest FPTMO is 15 times faster than
the DTMO with highest TMQI and BTMQI metric scores, and 170 times
faster than the DTMO with best colorfulness metric score.

Keywords: Tone mapping, Focal plane, High dynamic range, Color image
processing, Image quality

1. Introduction

Tone mapping refers to the non-uniform scaling of pixel values such that,
roughly speaking, bright pixels are applied smaller gains than dark pixels. A
simple example is logarithmic compression, where pixel values are replaced by
their logarithms and then normalized. In the more general case, the scaling
applied per given pixel depends not only on this pixel value but also on other
pixel values in the image. Contrast information and other image features are
preserved this way.

Tone mapping was originally meant to reproduce real-world outdoor scenes,
whose intra-frame dynamic range can be larger than 120 dB [1], by using
displays with much smaller dynamic range [2]. For instance, conventional
displays use eight bits to represent pixel luminance values. This corresponds
to a dynamic range of 48 dB, which is much smaller than the dynamic range
of real-world scenes. Among other purposes, tone mapping aims to gener-
ate aesthetically pleasing images which bear a higher fidelity to the original
scenes [3]. More recently, tone mapping has also been explored to design sen-
sor chips for High Dynamic Range (HDR) image acquisition. For instance,
the sensor in [4] features 148 dB intra-frame dynamic range while employing
only seven bits for pixel encoding.

There are several Tone-Mapping Operators (TMOs) reported in the lit-
erature [1]. Their function may be as simple as clamping pixel values that lie
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outside a predefined range, or as complex as emulating human vision features,
such as glare and color appearance [5]-[6]. TMOs are usually implemented in
the digital domain, by making operations on digitally-encoded images. These
operations are typically implemented in software, and such implementations
are referred to as Digital Tone-Mapping Operators (DTMOs) in this paper.

Besides enhancing displays, DTMOs can be used for HDR sensor/camera
design. They can be implemented using post-processing resources embedded
either in smart CMOS image sensor chips [7] or in smart camera boards [8],
[9]. Alternatively, tone mapping can be implemented as an early vision task,
by using dedicated mixed-signal circuitry embedded per pixel [4], [10]. Tone
mapping runs in this latter case concurrently with image acquisition, and
prior to image readout and digital coding. Hence, errors caused by analog-
to-digital conversion do not condition tone-mapping operators. Also, high
speed and hence large frame rates are expected due to inherent parallelism of
early vision. These expectations are confirmed by the analyses in the paper.
We refer to these early vision implementations as Focal-Plane Tone-Mapping
Operators (FPTMOs).

DTMOs have been subjectively and objectively compared using different
performance metrics [3], [11], [12]. As far as we know, no DTMO algorithm
has been acknowledged as being the single best-performing one. In fact, the
definition of what constitutes a good DTMO depends on several aspects,
which include the target application, the image content, and the evaluation
criteria - see for instance [12]. However, to the best of our knowledge, there
are no reported comparisons between FPTMOs and DTMOs. Our work main
contribution is to provide a novel systematic comparison between a large set
of typical DTMOs and the FPTMO architecture previously reported in [10]
and [13]. We choose this FPTMO because its mapping function is calcu-
lated using only information from the frame being captured (i.e. the current
exposure). This contrasts with other FPTMOs, which require information
from a previous exposure to compute the mapping function, as it happens
for instance in [4]. The chosen FPTMO features an adaptation mechanism
which ensures that each pixel automatically regulates its own exposure time,
based on the local incident light intensity. This avoids pixel over- or under-
exposure. Moreover, the mapping function is computed concurrently to ex-
posure. This increases tolerances to artifacts caused by rapidly changing
scenes.

Since DTMOs and FPTMOs run in different environments (i.e. digital
and hardware), our comparison is relevant because it investigates to what ex-
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tent design restrictions imposed by hardware limitations impair image qual-
ity from FPTMOs when compared to image quality achieved by DTMOs,
which do not have such restrictions. The present work is the first one to
compare DTMOs against FPTMOs in terms of output image quality, as well
as in terms of computational time required to execute each operator. More
specifically, the resulting tone-mapped image quality is objectively evaluated
using three metrics, namely the Tone-Mapped image Quality Index (TMQI)
[14], the Blind Tone-Mapped Quality Index (BTMQI) [15], and a metric
that focuses on colorfulness [16]. For each metric, we apply statistical tests
to check whether score differences between pairs of TMOs are statistically
significant. Conclusions about the TMO performance, in terms of image
quality, are based on the results obtained from these statistical tests. We de-
termine the execution time of each TMO algorithm based on the number of
simple arithmetic operations that are required by the algorithm to complete
the tone-mapping operations, and on the computational cost of the different
arithmetic operations, as later presented in Section 4.

The chosen FPTMO was demonstrated through a proof-of-concept gray-
scale sensor chip in [10], and then extended to color sensors in [13]. All
comparisons in this paper are for color sensors and employ behavioral models
of the corresponding pixels. These models include all relevant circuit non-
idealities and have been parameterized by using data taken from the physical
implementation of the pixels in the CADENCE design framework, including
layout parasitics. For completeness, the tasks underlying the pixel operation
in [10] have also been implemented as DTMO post-processing tasks.

This paper is organized as follows. Section 2 briefly describes the op-
erating principle of the chosen FPTMO [10], and the modifications in its
original circuit that are proposed in [13], which allow color image processing
and reduce the circuit area. Section 3 describes the methodology adopted
to objectively assess the tone-mapped image quality achieved by each TMO
considered in this work, and compares the TMO performances using statisti-
cal analysis techniques. Section 4 compares the TMO execution times, which
are estimated from a computational-complexity analysis. Finally, we present
the concluding remarks in Section 5.

2. Background Work

The FPTMO chosen and analyzed in this paper adapts its tone-mapping
curve to the scene average luminance value. Fig. 1 shows the original circuit
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schematic diagram (enclosed within the dashed blue box), the control signal
timing diagram, and the capture and control node voltage curves (red and
blue, respectively) for an arbitrary pixel of the sensing array. Each pixel
contains two photodiodes. They locally convert the incident light intensity
into two photocurrent values. One photodiode, called control photodiode,
is used to calculate the average photocurrent from the entire sensing array,
whereas the other photodiode, called capture photodiode, is used to determine
the actual pixel value. Capacitance C models the overall node capacitance,
which includes both photodiode and parasitic capacitance values. Next, we
summarize the FPTMO operating principle [10].

Before a scene is captured, the RST control signal (i.e. the reset signal) is
enabled, which sets the control and capture node voltages (Vctrli,j and Vcapi,j ,
respectively) to Vrst. When RST is disabled, Vcapi,j evolves according to the
local photocurrent. While GL EN (global enable signal) remains active, the
control nodes are interconnected and all Vctrli,j change in the same manner,
which depends on the sensing array average photocurent. After GL EN is
disabled, Vctrli,j and Vcapi,j decrease in the same fashion. Vcapi,j discharges
until either the corresponding Vctrli,j reaches the threshold value Vmid or the
control signal TXS is disabled. The time instant at which either condition
occurs defines the pixel exposure time, also called pixel integration time
Tinti,j . At this time, Vcapi,j discharge is interrupted and its voltage value is
sampled as Vpx, which later defines the pixel value.

This operator has an adaptation mechanism that allows each pixel to reg-
ulate its own exposure time, based not only on local information, but also on
global information of the scene (see Fig. 1c). This mechanism adjusts pixel
integration time, depending on two aspects: (i) the pixel local luminance
value compared to the scene average luminance value; and (ii) how long the
control signal GL EN remains active. As GL EN stays active for a longer
time, the integration time increases for all pixels that are brighter than av-
erage, and it decreases for pixels that are darker than average. If GL EN
remains active long enough such that Vctrl = Vmid, then all pixels have the
same integration time, which would lead to saturation of very bright pixels
or under-exposure of very dark pixels.

Figure 2 shows an HDR image tone-mapped by the FPTMO (right) and
by the algorithm proposed in [17] (left), whose implementation is available in
[18]. To adjust each pixel exposure time, this algorithm adopts the strategy to
fuse information from multiple captures of the same scene. Each capture uses
a different exposure time value for all pixels. Such strategy is conventionally
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Figure 1: (a) FPTMO original pixel [10], within the dashed blue box, and modified circuit
schematic diagram [13] for a green-red pixel pair. Original pixel interconnections are
highlighted in blue. (b) circuit control signal timing diagram; and (c) capture (solid red)
and control (dashed blue) node voltage curves for an arbitrary pixel of the sensing array.
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(a) (b)

Figure 2: HDR image tone-mapped by the (a) multiple exposure fusion algorithm [17]
and (b) FPTMO. In (a), details are visible in the dark area (bottom part), but are lost in
the bright area (middle part). In (b), details are visible in both dark (e.g. buildings and
grassland) and bright areas (e.g. clouds in the sky).

used by other TMOs in the literature as well ([19], [20], [21]). In contrast, by
using the adaptation mechanism, the FPTMO requires only a single capture
to adjust each pixel exposure time. In both images, details are seen in bright
areas, such as the clouds in the sky, as well as in dark areas, such as the
buildings and the grassland.

Capture and control photodiode may have different sizes, which affects the
amount of photocurrent generated in each node for the same light intensity.
These differences are modelled by mph, which is the ratio between capture
and control node photocurrents. Overall capacitance values in each node may
also differ. Such differences are modelled by mc, defined as the ratio between
capture and control node overall capacitance. Both mph and mc, along with
C, Vmid, Tmax (the maximum integration time, controlled by TXS), and Ts
(the time interval during which control nodes remain interconnected, defined
by GL EN) constitute the FPTMO parameters. These parameters change
the tone-mapping curve characteristics, thereby affecting the resulting images
[13].

2.1. Focal-Plane Color Tone Mapping

The FPTMO previously discussed outputs grayscale images. To include
color in the resulting images, we placed red, green and blue color filters
(arranged in a Bayer pattern) atop the sensor matrix. In this arrangement,
each pixel value in the sensing array corresponds to the intensity of one
specific color channel. Before a color image is obtained, white-balance and
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Figure 3: Image processing steps (from scene capture to color tone-mapped image) imple-
mented by (a) DTMOs and (b) FPTMO. ADC stands for “Analog-to-Digital Converter”
and WB stands for “White Balance”.

demosaicing operations are required. To keep circuit size and complexity low,
only tone mapping is performed in the focal plane. The extra operations are
executed on a digital hardware outside the focal plane. We focused only on
the white-balance operation, which is discussed next in more detail. The
demosaicing operation proposed in [22] is used for all TMOs considered in
this paper.

White balance aims at correcting color distortions caused by external
factors, such as sensor sensitivity to different wavelengths or scene illuminant
colors. Normally, one color channel is chosen as reference and the other
color channels are multiplied by specific gains, thereby changing the relation
between color channels. We set the green channel as the reference color
channel [13]. White-balance operation is typically applied before using the
pixel values in any processing, such as tone mapping.

Fig. 3 shows the block diagrams of the conventional DTMO framework
and the FPTMO framework. For the FPTMOs considered in this paper,
white balance is performed after tone mapping. In this case, because tone
mapping is generally a non-linear operation, instead of multiplying all pixels
from a color channel by the same gain, each pixel has its own white-balance
gain. Because the conventional framework yields images with minimal color
distortions, we assume that corresponding output pixel values from both
frameworks must be equal. These values are then used to determine each
pixel white-balance gain in the FPTMO framework. Next, we describe the
procedure for obtaining an arbitrary red pixel white-balance gain (the pro-
cedure is the same for a blue pixel).

The output (i, j)-th red pixel value in the FPTMO framework is given
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as RTMi,j
= K ′Ri,j

·R′TMi,j
, where R′TMi,j

is the uncorrected tone-mapped red
pixel value (i.e. without prior white balance application) and K ′Ri,j

is the
corresponding unknown white-balance gain. Solving for K ′Ri,j

yields:

K ′Ri,j
= RTMi,j

/R′TMi,j
. (1)

The R′TMi,j
depends on the raw pixel value Ri,j (that is, the HDR pixel

value after the scene capture) and on the pixel integration time Tinti,j =
min

(
Tmax, Tmidi,j

)
. The time instant Tmidi,j is given by:

Tmidi,j =
1

Ri,j

·
[
β1 − Ts · I

]
+ Ts, (2)

where β1 is a constant that depends on circuit parameter values [13] and
I is the average raw pixel value. The Tmid expression in the conventional
framework is the same as in Eq. (2), except that the denominator is Ri,j ·Kr,
where Kr is the red channel white-balance gain used in the conventional
framework (Fig. 3a). This gain is obtained from a software called DCRaw
[23]. It calculates the raw image white-balance gains based on metadata,
such as the camera model and the camera white-balance profile settings.

Applying white balance before the tone-mapping operation changes the
raw pixel values, which serve as input to the tone-mapping function. Thus,
corresponding red (and blue) pixels in both frameworks may not have the
same integration time Tinti,j . The solution of Eq. (1) is then divided into
four cases: (i) Tinti,j = Tmax in both frameworks; (ii) Tinti,j = Tmid in both
frameworks; (iii) Tinti,j = Tmidi,j and Tinti,j = Tmax in the conventional and
FPTMO frameworks, respectively; and (iv) Tinti,j = Tmax and Tinti,j = Tmidi,j
in the conventional and FPTMO frameworks, respectively. The final white-
balance gains for each case are:

K ′Ri,j
=



Kr, if case (i)

β1+Ts·(Kr·Ri,j−I)
β1+Ts·(Ri,j−I)

, if case (ii)

β1+Ts·(Kr·Ri,j−I)
Tmax·Ri,j

, if case (iii)

Kr·Ri,j ·Tmax

β1+Ts(Ri,j−I)
, if case (iv).

(3)

The white-balance gains in Eq. (3) depend on the raw pixel values Ri,j

(or Bi,j for blue pixels). In the real focal-plane implementation, these values
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are not available because tone mapping is applied as the scene is captured.
The raw values are not stored anywhere in the sensing array. Before white
balance takes place, the raw values must be reconstructed from the available
tone-mapped pixel values. A red tone-mapped pixel RTMi,j

is given by:

RTMi,j
= 1− (Vcapi,j − Vmin)/(Vrst − Vmin), (4)

where

Vcapi,j = Vrst − Tint · β2 ·Ri,j. (5)

In Eqs. 4 and 5, Vcapi,j is the pixel capture node voltage, Vmin is the
lowest possible capture node voltage (usually set to zero), and β2 is a constant
obtained from circuit parameters [13]. Solving for Ri,j yields:

Ri,j =
(Vrst − Vmin)

Tinti,j · β2
·RTMi,j

. (6)

By substituting Tinti,j = Tmax and Tinti,j = Tmidi,j in Eq. (6) (where Tmidi,j
is given by Eq. (2)), we obtain two possible expressions for the reconstructed
raw value:

Rrec
i,j =


(Vrst−Vmin)
Tmax·β2 ·RTMi,j

, Tinti,j = Tmax

(Vrst−Vmin)·RTMi,j
−β3

Ts·β2 , Tinti,j = Tmidi,j ,
(7)

where β3 = β2 ·
(
β1 − Ts · I

)
. Rather than stating the reconstruction con-

dition in terms of integration time, we rewrite this condition in terms of
a red tone-mapped pixel threshold value. This threshold value is the in-
tersection point of tone-mapping curves obtained from Tinti,j = Tmax and
Tinti,j = Tmidi,j . Equating both expressions in Eq. (7) and solving for RTMi,j

yields the red tone-mapped pixel threshold value expression:

Rth
TM =

Tmax · β2
(Vrst − Vmin)

·
[
β1 − Ts · I
Tmax − Ts

]
. (8)

The two expressions for the reconstructed raw value Rrec
i,j stated in terms

of Rth
TM are given by:

Rrec
i,j =


(Vrst−Vmin)
Tmax·β2 ·RTMi,j

, RTMi,j
≤ Rth

TM

(Vrst−Vmin)·RTMi,j
−β3

Ts·β2 , RTMi,j
> Rth

TM .
(9)
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2.2. Modified Focal-Plane Tone-Mapping Circuit

In the FPTMO implementation considered up to this point, each pixel
controls its own integration time. As discussed in Section 2, this configuration
requires two photodiodes per pixel. With the color filter array addition, half
of the sensing array pixels correspond to the green channel. We observed
empirically that green channel intensities tend to be higher than red and
blue channel intensities. This is probably caused by the photodiode higher
sensitivity to green light wavelengths than to red and blue light wavelengths.
Based on this, every pixel control node discharge rate depends on the average
photocurrent of green pixels instead of the average photocurrent of the entire
sensing array.

An additional circuit modification was proposed in [13], in which the green
pixel control node voltage determines the integration time of the neighboring
red and blue pixels. This leads to a sensing array area reduction, because
red and blue pixels do not need a control node circuit. Thus, for every green-
red or green-blue pixel pair, only three photodiodes are required instead of
four. Fig. 1 shows the modified green-red pixel pair schematic diagram.
Its white-balance operation is simpler than the one required for the original
operator. The green channel white-balance gain is equal to unity, as it is the
reference color channel. Consequently, in both frameworks outlined in Fig. 3,
the tone-mapping function receives the same input value from corresponding
green pixels. The corresponding red (blue) pixels in both frameworks have
the same integration time, because of the green pixel control. This reduces
the solution of Eq. (3) to case (i).

Raw pixel value reconstruction is not necessary, as the final white-balance
gains do not depend on raw pixel values. If we assume that the green chan-
nel intensity is a coarse approximation of the scene luminance value, this
FPTMO operating principle is similar to applying a tone mapping to the
luminance channel and then using this luminance value to obtain the tone-
mapped values of the color channels. This resembles the procedure proposed
by Schlick [24] for obtaining color images from DTMOs, which applies the
transformation only to the luminance channel (rather than to all RGB color
channels). This procedure is later discussed in Section 3.

2.3. Objective Quality Assessment Metrics

Objective image quality assessment metrics are designed to output quality
scores that are closely related to subjective quality scores given by human
subjects. These metrics serve as feasible alternatives to subjective tests,
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which are time-consuming and not practical in most situations. An im-
portant aspect of objective quality assessment metrics is the computational
efficiency [25]. In the present work, our comparisons are performed offline
and consider a limited number of images, so the execution times of quality
assessment metrics are not relevant in this study. Nevertheless, the execution
time is a critical factor for real-time applications and systems that perform
large-scale image quality evaluation. Execution time of quality assessment
metrics may be largely consumed by the extraction of features that are associ-
ated with certain image aspects [26], such as image complexity and contrast.
Particularly for image complexity features, several works investigate efficient
ways of computing these features, in order to reduce the execution times of
different quality assessment metrics. For instance, a couple of recent studies
have shown that processing speed-ups can be achieved by exploiting image
coding techniques to efficiently calculate features related to image complex-
ity [27], [28]. In [27], authors observed that bits-per-pixel (bpp) values from
JPEG compression in “lossless” mode could be used as estimates for image
complexity features originally computed by local autoregressive models. Re-
placing image complexity features by bpp values led to a large processing
speed-up for the metric, while retaining its performance in terms of corre-
lation with subjective quality scores. A similar approach was taken in [28],
which considerably reduced the execution time of a metric designed for both
image and video quality assessment.

Objective quality assessment metrics are divided into 3 groups: full-
reference, no-reference, and reduced-reference [25]. Full-reference metrics
demand a reference image, along with the test image, to output the test
image quality score. No-reference metrics assess the quality using only in-
formation from the test image, i.e. such metrics do not require a reference
image. Reduced-reference metrics use a limited set of parameters obtained
from the reference image to estimate the test image quality. Several objec-
tive metrics that focus on the quality assessment of tone-mapped images have
been proposed [14], [15], [26], [29], [30]. For example, the TMQI metric [14]
considers aspects such as naturalness and structural similarity to objectively
evaluate the overall quality of a tone-mapped image. TMQI is a full-reference
image quality metric. Its application is thus restricted to scenarios where the
original HDR image is available. To overcome this limitation, many studies
have been dedicated to developing no-reference quality assessment metrics for
tone-mapped images. State-of-the-art no-reference metrics extract different
features and use supervised learning for training a support vector regression
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machine to predict the tone-mapped image quality score based on such fea-
tures. For example, the BTMQI metric [15] calculates features that consist
of entropy, naturalness and structure values. The HDR Image GRADient
based Evaluator (HIGRADE) metric [29] computes features that correspond
to scene statistical measures computed in both spatial and gradient domains2.
In Yue’s method [26], features are obtained from a processing pipeline that
is inspired by human visual system mechanisms.

3. Overall Image Quality Comparison

We perform system-level simulations of the FPTMOs in [10] and [13], and
compare them with several DTMOs. A “pure” DTMO model of the original
FPTMO [10] serves as a suitable baseline comparison model, both in terms
of image quality and execution time, for the two FPTMO models. DTMOs
are developed to run in a software environment, which provides all operations
that are required. As such, DTMOs are designed without considering any
limitations imposed by real hardware implementations, which are critical in
FPTMO design. The baseline model has the same tone-mapping function as
the original FPTMO, which allows direct comparison between the DTMO
and FPTMO processing pipelines (Fig. 3). Throughout the paper, we refer
to the three FPTMO models as “FP1” (DTMO version of [10]), “FP2” (based
on [10]), and “FP3” (based on [13]), which are described next.

The FP1 model receives, as its input, an RGB image with more than
eight bits per color channel, performs a white balance transformation before
tone mapping (see Fig. 3a), and applies the tone mapping to the luminance
channel. Focal-plane processing restrictions are not taken into account. For
example, pixel RGB or luminance values can be stored and used as required.
The FP2 and FP3 models are more closely related to the real focal-plane
implementation, representing the hardware processing pipeline displayed in
Fig. 3b. With these models, we investigate whether focal-plane limitations
impair the output image quality. The following hardware limitations are
considered: (i) input image follows the Bayer pattern, instead of RGB; (ii)
tone mapping is performed directly on the color channels, instead of the
luminance channel; (iii) white balance is applied after tone mapping; and
(iv) FP2 white-balance operation uses the reconstructed HDR pixel values

2Gradient domain refers to output images obtained by calculating the gradients around
each pixel of the original image
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Table 1: Summary of implemented TMOs and their corresponding abbreviations used
throughout the paper.
Operator Abbreviation Description
Ashikhmin [32] ASH Uses human eye luminance response and local luminance adaptation.
Chiu [33] CHI Scales pixel values by their corresponding local weighted average.
Drago [34] DRA Maps pixel values according to an adaptive logarithmic function.
Ferwerda [35] FER Models human eye cone and rod responses, based on psychophysical data.
Focal-Plane 1 [10] FP1 Original FPTMO software implementation without focal-plane restrictions.
Focal-Plane 2 [10] FP2 Original FPTMO software implementation with focal-plane restrictions.
Focal-Plane 3 [13] FP3 Modified FPTMO software implementation with focal-plane restrictions.
Exponential [1] EXP Maps pixel values using exponential function and average pixel value.
Logarithm LOG Applies binary logarithm to pixel values and normalizes the results to interval from 0 to 1.
Rahman [36] RAH Performs a weighted sum, in logarithmic domain, of the HDR image gaussian-blurred versions.
Reinhard Global [1] REG Models light and chromatic adaptations of human eye photoreceptors.
Reinhard Local [37] REL Inspired by “Dodging-and-burning” photographic technique for tone reproduction.
Schlick [24] SCH Uses a rational function with two empirically adjusted parameters.
Tumblin-Rushmeier [38] TUM Preserves brightness between the HDR and tone-mapped image.
Ward Contrast Preserving [39] WCP Scales pixel values using psychophysical data of human eye luminance response.

(see Section 2) instead of the original pixel values of the input image (that
is, only information that would be available inside the real focal-plane circuit
is used).

The system-level simulations are designed to verify whether the real
focal-plane circuits are capable of producing tone-mapped images with qual-
ity comparable to the quality achieved by DTMOs. Tone-mapped images
obtained from FPTMO post-layout simulations are available in [31]. To
compare our results with the ones in [31], we applied the same input im-
ages to FP2 and FP3. Differences between FPTMO post-layout results and
FP2/FP3 results were negligible. Whenever circuit parameters such as C,
Vrst, and so forth, are required in FP1, FP2, and FP3 models, we use values
that are estimated from the post-layout circuit simulations.

Besides the three FPTMO models, we implemented eleven DTMOs found
in the literature ([1], [24], [32]-[39]) and one logarithm DTMO, which consists
of simply applying the binary logarithm to pixel values and normalizing the
resulting values to the interval ranging from 0 to 1. Table 1 summarizes
all implemented TMOs and their corresponding abbreviations used in this
paper.

3.1. Experiment Description

The framework for objectively comparing TMO performances with re-
spect to image quality is presented in Fig. 4, and explained as follows. First,
we apply the TMOs to 25 HDR images taken from two HDR datasets: the
HDR EMPA Media Technology dataset [40] and the HDR Photographic Sur-
vey dataset [41]. Each TMO has its own set of parameters, whose values influ-
ence the output image quality [1]. A TMO using the same parameter values
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Figure 4: Overview of the procedure adopted for comparing TMO performances regarding
image quality.

for different input images may not yield images with the same quality. Based
on this observation, for each TMO and HDR image pair, we empirically tune
the TMO parameters as follows. We generate multiple tone-mapped images
using different combinations of parameter values. Then, from the generated
images, we select only one image that contains most visible features in both
bright and dark areas, as well as most natural-looking colors, based on our
subjective impression. The selected image represents the TMO result for the
given HDR image.

Fig. 5 shows the resulting images from each TMO and the original raw
images (that is, HDR images without prior application of tone mapping).
Additional tone-mapped images can be found in [40]. Raw HDR image details
are lost in the printed versions of Fig. 5 and in the electronic versions of this
manuscript. To preserve HDR image details without tone mapping, an HDR
display is required. Fig. 6 shows the tone-mapping curves from each operator
applied to the “sunset” image (second column in Fig. 5) and to the “frontier”
image (sixth column in Fig. 5).

Next, we evaluate the quality of tone-mapped images by applying three
objective metrics. The first and second metrics assess the overall quality.
One of them requires the reference HDR image, whereas the other does not.
We choose TMQI as the baseline full-reference metric and BTMQI as the
baseline no-reference metric. Our choice for BTMQI is justified by the fact
that, for the dataset in which TMQI performance was reported, BTNMQI
outperforms TMQI regarding correlations with subjective quality scores. The
third image quality metric predicts the overall colorfulness of the image,
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Figure 5: Raw images and results from the following TMOs implemented in this paper:
Ashikhmin, Chiu, Drago, Ferwerda, Focal-Plane 1, Focal-Plane 2, Focal-Plane 3, Exponen-
tial, Logarithm, Rahman, Reinhard Global, Reinhard Local, Schlick, Tumblin-Rushmeier
and Ward Contrast Preserving. 16
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Figure 6: Tone-mapping curves from operators (Table I) applied to the “sunset” image
(second column in Fig. 3), on the left, and “frontier” image (sixth column in Fig. 3), on
the right. Input and output pixel values range from 0 (black pixels) to 1 (white pixels).
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based on the pixel mean value and the standard deviation value computed
on an opponent color space [16]. We use this metric because neither TMQI
nor BTMQI take color into account. Each tone-mapped image yields three
quality scores.

After calculating, for every TMO, the quality scores with each objective
metric, we conduct hypothesis tests to check whether the observed differ-
ences between quality scores of distinct TMOs are statistically significant.
For this purpose, we consider two statistical hypothesis tests: the two-tailed
independent-samples t-test [42] and the two-tailed Wilcoxon rank-sum test
[43]. These tests are applied to each pair of TMOs, considering quality scores
from one metric at a time. We provide in Appendix A a brief overview of
these two statistical tests, as well as basic theoretical concepts of statis-
tical hypothesis tests. Fig. 7 depicts in more detail the workflow inside
the “Statistical Hypothesis Tests” block shown in Fig. 4. In this figure,
xj = [x1 x2 . . . xm], j = 1, 2, . . . , N , m = 1, 2, . . . ,M , denotes the vec-
tor whose m-th element is the quality score corresponding to the m-th output
image of the j-th TMO algorithm, regarding one image quality metric (ei-
ther TMQI, BTMQI, or colorfulness). In our experiment, N = 15 (number
of TMOs) and M = 25 (number of images evaluated per TMO).

One of the assumptions for the independent-samples t-test shown in Fig.
7 is that the two distributions being compared can be modeled as normal
distributions. Hence, we first check if this assumption holds by conducting
the Kolmogorov-Smirnov normality test [44] using the quality scores of each
TMO from the test pair. If both score distributions pass this test, i.e. both
distributions can be modeled as normal, then the independent-samples t-test
is performed; otherwise, the Wilcoxon rank-sum test is applied. The null
hypothesis used in each test is stated as: “both TMOs have the same aver-
age quality score value”. The independent-samples t-test has two versions,
depending on whether variances from the distributions being compared are
equal. We apply the Levene’s test, for equality of variances [45], to each pair
of quality score distributions, in order to choose which t-test to use.

For pairs that reject the null hypothesis used in the two-tailed t-test and
two-tailed Wilcoxon test, i.e. for pairs that have statistically significant dif-
ferences (outcome from such tests in Fig. 7), we repeat, for each TMO pair,
the same procedure previously outlined. The only difference is that we ap-
ply the corresponding one-tailed versions of both tests, to check which TMO
have the highest average score. In this case, the null hypothesis corresponds
to: “TMO X has a higher average quality score value than TMO Y”. Sta-
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Figure 7: Workflow of the statistical hypothesis tests performed in this work.

tistical test results indicate, based on our data, which TMOs have superior,
equivalent and inferior performances.

3.2. TMQI and BTMQI Metrics

In this section, we report TMO performances regarding the overall image
quality, using the corresponding TMQI and BTMQI quality scores. TMQI
scores range from 0 (worst quality) to 1 (best quality), whereas BTMQI
scores range from 1 (best quality) to 8 (worst quality). To help understand
the comparison between results from both metrics, we normalize BTMQI
scores to span the same range of TMQI scores. In this normalization, the
original BTMQI quality scores of 8 and 1 are linearly mapped to 0 and 1,
respectively. Thus, normalized BTQMI scores range from 0 (worst quality)
to 1 (best quality).

Fig. 8 shows the quality scores from both metrics, grouped by each TMO.
Considering BTMQI, all TMOs present relatively similar quality scores. For
TMQI, this is also true, except for the CHI algorithm. This algorithm scales
each pixel by the weighted average of its surrounding pixel values. Such op-
eration tends to produce particularly strong haloing artifacts near the edges
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of highly contrasting areas [1]. These artifacts degrade the image, reducing
its perceived quality. It is likely that such artifacts lead to an even poorer
image quality perception when the reference image is used in the comparison,
thereby causing CHI to have the lowest TMQI quality scores. We observe
that, considering average quality scores, the TMO ordering between both
metrics is preserved. For example, FP3 has a higher average quality score
than FP1 and FP2. EXP and LOG have similar average quality scores. These
two average quality scores are slightly lower than the average quality score
of RAH and of REG. This suggests that, in general, conclusions regarding
the relative performance between TMOs should be the same across either
full-reference or no-reference image quality metrics.
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Figure 8: (a) TMQI scores and (b) normalized BTMQI scores of the TMOs implemented
in this paper. Values range from 0 (worst quality) to 1 (best quality). Circles denote
average scores and edges correspond to one standard deviation from the 25 scores of each
TMO. The FPTMOs and DTMOs are marked in red and blue, respectively.

Fig. 9 summarizes the hypothesis test results from both quality metrics.
In this image, red cells correspond to cases in which the operator in the row
has a higher average quality score than the one in the column. Green cells
correspond to cases in which both operators have statistically equal average
quality scores. Finally, blue cells correspond to cases in which the operator
in the row has lower average quality score than the one in the column. All
statistical tests consider a significance level of 0.05 (the definition of signifi-
cance level is presented in Appendix A). Statistical results considering quality
scores from either metric are similar, with the main difference being the row
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corresponding to the CHI operator, as explained in the previous paragraph.
These results are in agreement with the results presented in Fig. 6, sup-
porting the same conclusions about relative performances between TMOs.
Notice that all FPTMO versions (FP1, FP2, and FP3) have average score
values either higher than or equal to those of other DTMOs, considering
both metrics. Results from FP2 and FP3 suggest that focal-plane process-
ing, which generally involves less complex operations because of hardware
implementation restrictions, does not necessarily compromise the final image
quality. In fact, image quality achieved by these FPTMOs is comparable to
that achieved by DTMOs, such as RAH and ASH, which use more complex
operations.

(a) (b)

Figure 9: Matrix showing the hypothesis test results for every TMO pair considering
(a) TMQI scores and (b) normalized BTMQI scores. Red indicates that the operator in
the row has higher average score than the one in the column; green indicates that both
operators have equal average scores; and blue indicates that the operator in the row has
lower average score than the one in the column. All tests consider a significance level of
0.05.

We also conduct a two-way ANOVA test [46] to investigate whether the
specific choice of ‘TMO’ or ‘image’ have a significant impact on the quality
scores obtained with each quality metric. For each independent variable X
(i.e. ‘image’ and ‘TMO’), the null hypothesis is defined as “X has no influence
on the Y quality scores”, where ‘X’ is either ‘image’ or ‘TMO’, and ‘Y’ is
either ‘BTMQI’ or ‘TMQI’. Tables 2 and 3 show the parameters used in the
two-way ANOVA test used to determine the p-values corresponding to each
independent variable. The definition of p-values and of parameters presented
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Table 2: Two-way ANOVA Results for TMQI score data.

Source
Sum of Degrees of

SS/DF F-ratio p-value
Squares (SS) Freedom (DF)

TMO 0.746 14 5.33× 10−2 17.60 1.54× 10−32

Image 0.899 24 3.74× 10−2 12.38 1.75× 10−33

Residual 1.016 336 3.02× 10−3 - -
Total 2.661 374 - - -

Table 3: Two-way ANOVA Results for BTMQI score data.

Source
Sum of Degrees of

SS/DF F-ratio p-value
Squares (SS) Freedom (DF)

TMO 1.533 14 1.10× 10−1 7.75 1.65× 10−5

Image 5.707 24 2.38× 10−1 3.57 1.04× 10−20

Residual 10.307 336 3.07× 10−2 - -
Total 17.547 374 - - -

in the columns of each table, as well as a brief description of the two-way
ANOVA test, is provided in Appendix A. In each table, results show that
the null hypothesis is rejected for both variables, since the corresponding p-
values are below the test significance level of 0.05. This means that both the
content (‘image’) and the tone-mapping algorithm (‘TMO’) are important
factors that directly impact on the objective image quality scores.

3.3. Colorfulness Metric

Next, we report TMO performances based on the image colorfulness met-
ric. Some TMOs are defined for color processing and are applied directly to
the RGB color channels, thus generating colored images. Other TMOs are
not defined for color processing and are instead applied to the luminance
channel, which is a combination of the three color channels. For TMOs
that only use luminance, we restore the color information of the grayscale
images using the procedure proposed by Schlick [24], which consists of scal-
ing the original RGB pixel values by the ratio between the corresponding
tone-mapped and the original luminance values.

Fig. 10 depicts the colorfulness scores for each TMO. We observe that
TMOs directly applied to the color channels tend to produce images with less
saturated colors. This is the case for the TMOs FER, FP2, RAH and REG.
For this reason, we divide the TMOs into two groups, denoted as “RGB-
TMOs” and “luminance-TMOs”, and compare the FPTMO performances
against these two groups of DTMOs. For each group, we conduct a hypoth-
esis test following the same procedure outlined for the TMQI scores. For
the “luminance-TMOs”, no statistically significant differences are observed
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Figure 10: Colorfulness scores of TMOs implemented in this paper. Values range from
0 (low colorfulness) to 0.5 (high colorfulness). Circles denote average scores and edges
correspond to one standard deviation from the 25 scores of each TMO. The FPTMOs and
DTMOs are marked in red and blue, respectively.

between quality scores, suggesting that all TMOs in this group have similar
performances. Fig. 11 shows the results from the hypothesis tests for the
“RGB-TMOs” group. Results indicate that the performance of the FP2 op-
erator is ‘similar to’ or ‘better than’ the performance of the other TMOs in
this group.

4. Execution Time Comparison

Besides estimating the quality of the images produced by the TMOs, we
also compare the execution time of each TMO algorithm through an analysis
similar to the one conducted in [47]. In our analysis, for a given TMO, each
processing step is described in terms of basic operations, such as multiplica-
tion and addition. Each operation has its own computational cost, given in
terms of number of clock cycles. The final computational cost is the total
number of clock cycles required to complete all processing steps necessary to
generate the output image. Table 4 shows the operations considered in this
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Figure 11: Hypothesis test results for the colorfulness scores of each TMO in the RGB-
TMOs group. Red indicates that the operator in the row has higher average quality score
than the one in the column; green indicates that both operators have equal average quality
scores; and blue indicates that the operator in the row has lower average quality score than
the one in the column. All tests consider a significance level of 0.05.

paper and their associated costs. The operation cost corresponds to the oper-
ation latency value of the Intel Skylake microarchitecture [48]. The last three
operations from Table 4 have their costs estimated, because no information
about their latency was found [48]. For the power function, we simplify its
cost to one multiplication, which is the minimum cost assuming an exponent
of 2. For the exponential and logarithm functions, we approximate both
operations by their corresponding second-order Taylor series.

We divide the analysis into two scenarios. In the first scenario, we cal-
culate the computational costs assuming that all TMOs were implemented
in software, that is, we assume that FP2 and FP3 circuit equations were
implemented in software. The overall cost of each equation is defined by
the operations from Table 4. In this scenario, all TMOs run on the same
digital hardware and the analysis yields the execution times based solely on
the algorithmic complexity of the processing steps of each TMO algorithm.
In the second scenario, we assume that FP2 and FP3 were implemented in
hardware (following the processing order shown in Fig. 3b), whereas other
TMOs are implemented in software (following the processing order shown
in Fig. 3a). In this scenario, results indicate how different implementations
(i.e. hardware and software) affect the overall execution time of each TMO
algorithm. For both scenarios, we assume a 2048 × 1024 pixels input im-
age size. To make our analysis independent from specific hardware/software
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Table 4: Basic operations and the respective number of clock cycles.

Operation Number of Clock Cycles
Multiplication 3

Addition 1
Subtraction 1

Division 80
Attribution 1
Comparison 1

Power Function 3
Exponential Function 80

Logarithm 80

configurations, which affect the measurement of the TMO execution times,
we assume a simple hardware consisting of a single generic digital processor
with 4 GHz clock frequency.

Considering the first scenario, Table 5 summarizes the relative execution
times, as well as the average TMQI scores, of each TMO. The values shown in
this table are normalized to TCI = 167.35 ms, which is the execution time of
the fastest FPTMO, namely FP3, for producing color images. ∆TTM denotes
the corresponding time for completing the tone-mapping task. Execution
times of color-processing operations performed after tone-mapping for each
TMO (when applicable) are defined by ∆TCP . Finally, ∆TCI and Ncycles

are, respectively, the total time required for generating color images and
the total number of clock cycles. The last column shows average TMQI
score from each TMO. This column and the ∆TCI column give an idea of
the trade-offs between quality and complexity of every TMO in the first
scenario. Such trade-offs are also illustrated in Figure 12. ASH, RAH and
REL have high average TMQI score values, but demand considerably higher
execution times than other operators. Apart from these operators and CHI,
all other operators have similar execution times. Aside from FER, FP3 is the
fastest operator for generating color images, because its tone-mapping and
color-processing operations are rather simple and involve multiplications and
summations. Although FER achieves the fastest execution time, its images
have less visible details in both dark and bright regions than images generated
by FP3 (Fig. 5). Considering ASH, which is the DTMO that achieved the
highest TMQI score, FP3 runs 10 times faster. Compared against RAH,
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which the slowest DTMO considered in this work, FP3 executes roughly 200
times faster. To generate grayscale images, FP2 is the fastest operator, but
to generate color images this is not the case. The reason for this difference
in complexity is the high cost of the FP2 color-processing operation, which
comprises a raw value reconstruction operation and a more demanding white-
balance operation (see Section 2).

Table 5: Execution times and average TMQI scores for TMOs implemented in software.
In the fourth column, ∆TCI = ∆TTM + ∆TCP . Values are normalized to TCI = 167.35
ms, which is the time required for FP3 to yield color images.

TMO ∆TTM ∆TCP ∆TCI Ncycles
Average

TMQI Score
FER - - 0.86 5.74× 108 0.810
FP3 0.60 0.40 1.00 6.69× 108 0.875
WCP 0.99 0.31 1.30 8.67× 108 0.815
FP1 1.04 0.31 1.34 8.99× 108 0.870
TUM 1.26 0.31 1.56 1.05× 109 0.829
FP2 0.59 1.01 1.60 1.07× 109 0.871
LOG 1.49 0.31 1.80 1.20× 109 0.836
EXP 1.49 0.31 1.79 1.20× 109 0.828
REG - - 1.81 1.21× 109 0.856
DRA 1.51 0.31 1.81 1.21× 109 0.862
SCH 1.53 0.31 1.84 1.23× 109 0.811
ASH 9.04 0.31 9.35 6.26× 109 0.883
CHI 14.07 0.31 14.38 9.62× 109 0.699
REL 101.91 0.31 102.22 6.84× 1010 0.879
RAH - - 216.17 1.45× 1011 0.850

In the second scenario, FP2 and FP3 perform the tone-mapping opera-
tions during the scene capture and before the analog-to-digital conversion,
whereas the other TMOs perform the tone-mapping operations after the
scene is captured and digitized. In the latter case, the camera circuit re-
quires Analog-to-Digital Converters (ADCs) with more than 8-bit resolu-
tion, in order to represent the original scene dynamic range. We assume,
in this paper, that 12 bits are sufficient to fully represent the original scene
dynamic range. In the former case, 8-bit resolution ADCs are used. As
expected, ADCs with less bit resolution have lower conversion times than
their higher bit resolution counterparts. Depending on the ADC type, these
differences can be quite significant. We analyzed several ADC types and ob-
served that the Successive-Approximation-Register (SAR) ADC yielded the
lowest conversion times. For the SAR, the differences between the 8-bit and
12-bit conversion times are negligible. In this work, we considered the SAR
ADC, which meant that the same constant offset value would be added to
the overall processing running time of each TMO. Therefore, in our results
the ADC conversion running time was not considered in this analysis.
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Figure 12: TMQI average quality scores versus processing running times for generating
color images of each TMO, considering the first scenario. For better visualization, the
inset in the lower left region of the plot provides a zoomed version of the data points
inside the black rectangle.

The FP2 and FP3 hardware implementations allow the tone-mapping op-
erations to be performed in parallel. Thus, the time required for completing
this operation in the focal plane is, at most, equal to Tmax (Section 2). Next,
we present two comparisons to evaluate how much faster is FP3 (the fastest
FPTMO), when compared to the other DTMOs. In each comparison, we
consider the FP3 execution running times for grayscale image generation,
which takes place entirely in the focal plane, and for color images generation,
which includes operations that are performed outside the focal plane. Be-
cause the FP3 execution times depend on Tmax, in all comparisons we vary
this parameter between 1 and 30 ms.

The first comparison is carried out between the execution times of FP3
and the fastest DTMOs for generating grayscale and color images (which,
according to Table 5, are the WCP and FER operators, respectively). Figs.
13a and 13b show the ratio between the execution running times of WCP and
FER, respectively, and FP3. In this plot, a value higher than 1 means that
FP3 is faster. As Tmax increases, this ratio tends to decrease. High values of
Tmax allow for a higher integration time for darker pixels. In these cases, the
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Figure 13: Ratio between execution times of FP3 and the fastest DTMO for generating
(a) grayscale and (b) color images. The DTMOs considered in (a) and (b) are WCP and
FER, respectively.

focal-plane tone-mapping operation takes longer to complete. The advantage
of FP3 over WCP is higher than for FER, but it also decreases faster with
Tmax. More specifically, for grayscale image generation, considering Tmax = 1
ms, FP3 achieves a processing time approximately 170 times faster than
WCP. When Tmax = 30 ms, FP3 executes approximately 5 times faster than
WCP.

For color image generation, similar conclusions can be drawn, although
the corresponding gains in the execution time ratios are inferior than those
obtained for the grayscale case. As mentioned earlier, FP3 color-processing
operation is slower than its tone-mapping operation because its color process-
ing does not take advantage of the focal-plane implementation. Therefore,
FP3 requires more time to generate color images than to generate grayscale
images. Moreover, for the considered Tmax value range, most of the processing
time for generating color images comes from the color-processing operations
(as indicated in Table 5). In this case, varying Tmax has lesser impacts on
gains in processing speed compared to the grayscale case. For example, for
Tmax = 1 ms and Tmax = 30 ms, FP3 executes approximately 2.1 and 1.5
times faster than FER, respectively.

The second comparison is performed between FP3 and the DTMOs that
obtained the highest TMQI and BTMQI quality scores (ASH), and color-
fulness quality score (REL). Figs. 14a and 14b show the ratio between the
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Figure 14: Ratio between execution times of FP3 and the DTMOs that achieved highest
scores in (a) TMQI and (b) colorfulness metrics. The DTMOs considered in (a) and (b)
are ASH and REL, respectively. Blue curve represents grayscale image generation time
and red curve represents color image generation time. We use logarithmic scale in the
y-axis for better visualization.

execution times of ASH and REL, respectively, and FP3. The focal-plane
gains are higher in this case, because both ASH and REL perform com-
plex operations that demand a higher execution time. As mentioned earlier,
FP3 performs simpler operations, thereby requiring smaller execution times.
Considering Tmax = 30 ms and Tmax = 1 ms, FP3 outputs grayscale images
approximately 50 and 1500 times faster than ASH, respectively. When con-
sidering the same Tmax values for producing color images, FP3 runs roughly
16 and 25 faster than ASH. Comparing against REL, for Tmax = 30 ms and
Tmax = 1 ms, FP3 executes approximately 560 and 17000 times faster, re-
spectively, in the grayscale case. For color image generation and the same
Tmax values, FP3 achieves 175 and 250 times faster execution times than
REL.

5. Conclusions

In this paper, we compared FPTMO system-level simulations against sev-
eral DTMOs found in the literature. In our comparisons, we considered two
TMO aspects: the tone-mapped image quality and the operator processing
time. Systematic comparisons between FPTMOs and DTMOs regarding the
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overall image quality have not yet been reported in the literature. To estimate
the image quality, we considered quality scores obtained with three quality
metrics, namely TMQI, BTMQI, and a colorfulness metric. For each qual-
ity metric, we conducted a statistical analysis to check whether the quality
score differences for the different TMOs were statistically significant. Sta-
tistical analysis results obtained with the quality metrics indicate that the
FPTMO software versions have either an equal or a better performance than
the tested DTMOs. From our system-level simulations, we conclude that the
restrictions imposed by the focal-plane processing, such as support to rela-
tively simple operations and different processing order, do not particularly
compromise the overall image quality. Therefore, hardware implementations
of the considered FPTMOs should be able to produce images with a quality
level that is comparable to those provided by DTMOs, which (as discussed)
implement more complex operations.

We compared each TMO processing time considering two different sce-
narios. In the first scenario, in which all TMOs were developed in soft-
ware and ran on the same digital hardware, we observed that the FPTMO
models are among the fastest TMOs. In the second scenario, in which we
assume hardware implementations of FP2 and FP3, the focal-plane tone-
mapping execution times depend on an adjustable parameter, which defines
the scene exposure time. The FP2 and FP3 processing speed-ups are faster
for grayscale image generation, which takes place entirely at the focal plane,
than for color image generation. Considering grayscale image generation,
the hardware implementations are executed faster than any DTMO, includ-
ing their software-version counterparts. Considering color image generation,
FP3 executes faster than any DTMO, whereas FP2 executes faster than any
DTMO except for the FER operator.

For the FPTMOs, a significant portion of their processing times is con-
sumed by their color-processing operations, which are performed outside the
focal plane. This is critical for the FP2 operator, whose color-processing
operation includes a complex white-balance operation and a raw value re-
construction operation. To speed up both FPTMO color-processing oper-
ations, one possibility for future work is to investigate the implementation
of these operations in the focal plane. The color-processing hardware real-
ization should achieve a reasonable trade-off between circuit complexity and
processing speed-up. Another possibility for future work is to extend the
performance comparison framework suggested in this paper to include ad-
ditional FPTMOs. The extended comparison would verify if the conclusion
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that the quality of the images generated using focal-plane processing is sim-
ilar to the ones generated by DTMOs can be generalized to other FPTMOs.
The chip that implements the FP3 operator was fabricated and is currently
under testing.

Appendix A. Statistical Hypothesis Tests

In this appendix, we briefly present basic ideas of statistical hypothesis
testing and summarize three hypothesis tests conducted in this work, namely
the independent-samples t-test, the Wilcoxon rank-sum test, and the two-way
analysis of variance. Data points (also called observations) obtained from
an experiment are random. In statistics, a n-size sample consists in the set
of n observations s = (s1, s2, ..., sn) drawn from independent and identically
distributed random variables S1, S2, ..., Sn. Usually, the true probability dis-
tribution that generated the observations is not completely known. In this
case, conclusions from the experiment are based on an assumption regarding
the true probability distribution. An assumption could be that a parameter
θ which defines the true probability distribution of the data (e.g. the mean)
is higher than some value θ0.

Hypothesis testing corresponds to methods that check if the assumption
(also called the null hypothesis H0) is true, based on the observed data.
In other words, these methods analyze whether pieces of evidence provided
by the data either support or contradict H0. Mathematically, a hypothesis
test is a function δ(S) which, for every sample S ∈ S, assigns one out of two
decision values [49]. Each decision value corresponds to either accept or reject
H0. Thus, function δ(S) divides the sample space S into two regions: the
acceptance region A and the rejection (or critical) region A∗. Associated with
H0 is an alternative hypothesis H1. If H0 is rejected, then H1 is considered
to be true.

When testing H0 against its H1, two types of errors exist. The type I
error α, also called false positive error, consists in the probability of rejecting
H0 when it should have been accepted. Similarly, the type II error β, or false
negative error, consists in the probability of accepting H0 when it should have
been rejected. Mathematically, the two errors are expressed as α = PH0 [S ∈
A∗] =

∫
s∈A∗ fH0(s) and β = PH1 [S ∈ A] =

∫
s∈A fH1(s)ds, where fH0(s) and

fH1(s), respectively, denote the probability density functions assuming that
either H0 or H1 is true. The usual procedure when conducting hypothesis
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tests is to fix α at a certain value (normally 0.01 or 0.05), and then minimize
β [49]. The fixed α value defines the test significance level.

Another result commonly reported in statistical tests is the p-value. It
is defined as the probability of occurring the observed event, represented
by the data points, or more “extreme” events (that is, events that are less
likely to occur than the one observed), under the assumption that H0 is true.
Alternatively, the p-value represents the smallest significance level of the test,
given the available data [49]. The p-value is an indicator of how compatible
the observation is to the probability distribution assumed. A low p-value, for
example, means that the observation has a small chance of occurring under
H0. In this case, the observed data provide strong evidence against H0. If
the p-value is below the test significance level α, then H0 is rejected.

A hypothesis can either be two-sided or one-sided. Two-sided hypotheses
correspond to statements that a parameter θ of the true probability distri-
bution lies within an interval defined by θmin and θmax. In such cases, two
rejection regions for H0 exist: θ < θmin and θ > θmax. On the other hand,
one-sided hypotheses are statements that compare the parameter θ against
one value θ0 in one specific direction (e.g. θ ≥ θ0). For these cases, only
one rejection region exists. Correspondingly, two-tailed statistical tests are
used for two-sided hypotheses, whereas one-tailed statistical tests are used
for one-sided hypotheses. One-tailed tests are further subdivided in right-
tailed (for statements that a parameter is higher than some reference value)
and left-tailed (for statements that a parameter is lower than some refer-
ence value). For two-tailed tests, α is equally split between the two possible
rejection regions.

Independent-samples t-test

The independent-samples t-test is a statistical test which compares the
means of two groups, represented by two observed samples [42]. This test is
used to determine whether the difference between the samples is statistically
significant. If the test indicates that the means of both groups are equal, then
it suggests that both samples came from the same distribution. Hence, no
statistically significant difference exists between them. In other words, any
observed difference is caused by random fluctuations and not by some rele-
vant external factor. The independent-samples t-test assumes independence
between samples and that the distributions being compared have the shape
of a normal distribution. In this work, we used the Kolmogorov-Smirnov test
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[44], to check if the normality assumption holds. If it does not hold, then
the Wilcoxon rank-sum test, discussed in a later section, is used to confirm
if the differences are significant.

To perform the test, the t-value must be calculated. Assuming two sam-
ples s1 = (s11, s12, ..., s1n1) and s2 = (s21, s22, ..., s2n2), and that both distri-
butions being compared have the same variance, the t-value is calculated as
[42]:

t =

(
S1 − S2

)
(µ1 − µ2)H0√(

1
n1

+ 1
n2

) [
(n1−1)S2

1+(n2−1)S2
2

n1+n2−2

] , (A.1)

where (µ1 − µ2)H0 is the difference between the hypothesized means of each
distribution under H0. The sample mean is denoted by Si =

∑ni

n=1 sin/ni,

and the sample variance is defined by S2
i =

∑ni

n=1

(
sin − Si

)2
/ (ni − 1) (for

i = 1, 2 in both cases). If the variances of both distributions are not equal,
then the t-value is calculated using Eq. (A.1), but changing the denominator
to
√
S2
1/n1 + S2

2/n2. The homogeneity of variances is tested, in this work,
using the Levene’s test [45].

The calculated t-value comes from a Student’s t-distribution [50]. The
shape of this distribution depends on a parameter called degrees of freedom
(df), which is defined as the number of observations minus the number of
estimated parameters [51]. To illustrate the calculation of df , since two
sample means were estimated, df = n1+n2−2. Tables which list, for different
values of df and test significance level α, the critical t-value (i.e. the value
whose probability of occurrence is α under the corresponding t-distribution)
are commonly found in the literature. H0 is rejected if the probability of
observing the calculated or more “extreme” t-values is less than α (or α/2,
for two-tailed tests).

Wilcoxon rank-sum test

The Wilcoxon rank-sum test is an alternative for the t-test. It is less re-
strictive in the sense that it does not assume normality for both distributions
being compared. Considering two samples of size n1 and n2, the N = n1 +n2

observations are sorted in ascending order. For each observation, a corre-
sponding rank, ranging from 1 to N, is assigned. If there are tied ranks, that
is, consecutive ranks that refer to the same observed value, the tied ranks
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are adjusted to their average value. For instance, if ranks 4 and 5 are tied to
the same value, such ranks are substituted by their average value of (5+4)/2
= 4.5. After ranking the observations, the n1 ranks from the first sample are
summed up, thus yielding the statistic W . Mathematically: W =

∑N
i=1 iVi,

where Vi = 1 if the i-th rank belongs to the first sample and Vi = 0 otherwise.
By using the statistic W , the standardized Wilcoxon statistic is calculated

as ZW = (W − EH0 (W )) /
√

varH0 (W ), where EH0 (W ) = n1 (N + 1) /2 and
varH0 = n1n2 (N + 1) /12 (in the presence of tied ranks, varH0 is calculated
differently [43]). Under H0, which assumes that both distributions are equal,
the random variable ZW follows the standard normal distribution. Hence,
the p-value of the realization zw can be determined. If this p-value is less
than α (or α/2, for two-tailed tests), then H0 is rejected.

Two-way analysis of variance

Analysis of variance (ANOVA) refers to a set of methods that are used
to analyze a data set. These methods are used, for instance, to determine
whether statistical differences between different groups are significant. Unlike
the t-test, ANOVA uses variance information to obtain a decision [52]. The
traditional one-way ANOVA analyzes if one independent variable (or factor),
subdivided into k different groups, has influence on the observed data values
(or dependent variable). In this work, we conducted a two-way ANOVA
test, which is an extension of the one-way version. The two-way ANOVA
simultaneously analyzes the effects of two factors, in which each factor f ∈
{1, 2} has kf groups, on the dependent variable. The steps for conducting
a two-way ANOVA test are similar to the ones for the one-way version and
are discussed next.

First, for each factor, a measure of how different the group means are
from each other must be determined. Such measure could be, for instance,
the sum of the differences between each group mean and the overall mean
of the entire data set. If all groups have the same mean, then the factor
has no effect on the dependent variable. The group means are equal to the
overall mean and, correspondingly, the sum of differences is equal to zero.
Mathematically, this quantity, which we denote as sum of squares of factor

f (SSf), is calculated as SSf =
∑kf

j=1 nj
(
Sj − S

)2
[46]. In this equation, nj

is the number of observations of group j. The j-th group mean is defined
by Sj =

∑nj

i=1 sij/nj, where sij represents the i-th observation from group
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j. The overall mean is determined by S =
∑N

n=1 sn/N , where N is the total
number of observations and sn is the n-th observation.

Another important quantity is the variations in observed values caused
by unknown sources, which are not being considered. This quantity, which
we denote as residual sum of squares (RSS), is obtained as RSS = TSS −∑2

f=1 SSf , where TSS stands for total sum of squares. The TSS accounts
for all influences on the observations, caused by either known or unknown

sources. It is computed as TSS =
∑N

n=1

(
sn − S

)2
. For each factor, both

RSS and SSf are combined into one measure, called F -ratio, defined as [46]:

Ff =
SSf/(kf − 1)

RSS/[(k1 − 1)(k2 − 1)]
, (A.2)

where (kf − 1) and (k1 − 1)(k2 − 1), respectively, denote the factor f and
residual degrees of freedom. High values of Ff occur when SSf is high,
suggesting that the groups from factor f are well separated, and/or RSS is
low, indicating that data variation induced by unknown sources is low. In
this case, the differences between groups are likely caused by the factor being
analyzed and not by random fluctuations of data. The F -ratio follows a F -
distribution [53], whose probability values for different regions is tabulated
in the literature. The p-value for the calculated F -ratio is obtained, thereby
leading to the test decision.
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sian pyramid: comparative analysis of hardware architectures, IEEE
Transactions on Circuits and Systems I: Regular Papers 64 (9) (2017)
2308–2321. doi:10.1109/TCSI.2017.2709280.

[48] Intel, Intel R© 64 and IA-32 architectures optimization reference man-
ual, https://software.intel.com/sites/default/files/managed/

9e/bc/64-ia-32-architectures-optimization-manual.pdf.

[49] E. L. Lehman and J. P. Romano, Testing Statistical Hypothesis, 3
Edition, Springer Texts in Statistics, Springer-Verlag New York, 2005.
doi:10.1007/0-387-27605-X.

[50] B. Grigelionis, Student’s t-Distribution, Springer Berlin Heidelberg,
Berlin, Heidelberg, 2011, pp. 1558–1559. doi:10.1007/978-3-642-

04898-2\_648.

[51] J. G. Eisenhauer, Degrees of Freedom in Statistical Inference, Springer
Berlin Heidelberg, Berlin, Heidelberg, 2011, pp. 365–367. doi:10.1007/
978-3-642-04898-2\_24.

[52] G. R. Iversen, Analysis of Variance, Springer Berlin Heidelberg, Berlin,
Heidelberg, 2011, pp. 44–46. doi:10.1007/978-3-642-04898-2\_117.

[53] E. M. Cabaña, F Distribution, Springer Berlin Heidelberg, Berlin, Hei-
delberg, 2011, pp. 499–501. doi:10.1007/978-3-642-04898-2\_268.

41

https://doi.org/10.1007/978-3-642-04898-2_590
https://doi.org/10.1007/978-3-642-04898-2_590
https://doi.org/10.1109/TCSI.2017.2709280
https://software.intel.com/sites/default/files/managed/9e/bc/64-ia-32-architectures-optimization-manual.pdf
https://software.intel.com/sites/default/files/managed/9e/bc/64-ia-32-architectures-optimization-manual.pdf
https://doi.org/10.1007/0-387-27605-X
https://doi.org/10.1007/978-3-642-04898-2_648
https://doi.org/10.1007/978-3-642-04898-2_648
https://doi.org/10.1007/978-3-642-04898-2_24
https://doi.org/10.1007/978-3-642-04898-2_24
https://doi.org/10.1007/978-3-642-04898-2_117
https://doi.org/10.1007/978-3-642-04898-2_268

