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1. Executive Summary
Quantum Chromodynamics (QCD) is the theory that describes the interaction responsible for the
confinement of quarks inside hadrons, the so-called strong interaction. Investigating the properties
of QCD requires different techniques depending on the scale of energy we are interested in. In
particular at low energies, at the scale of the proton mass where quark confinement takes place, we
must  rely  on non-perturbative  methods,  notably  Lattice  QCD simulations.  Competitive  Lattice
QCD simulations spread nowadays over  thousands of cores  in  HPC systems with low latency
interconnects. The amount of data that needs to be analyzed in a medium-size project is on the
order of the Terabyte.

Data analysis presents technical challenges to the researchers involved. Those challenges can be
traced down to the lack of a flexible environment to move data across the network and analyze
them in a flexible way. The design of a computing environment in which the researcher can, in a
controlled way, pipeline the analysis of Lattice configurations would greatly improve the efficiency
of the process of configuration analysis.

The purpose of this use case in DEEP is to serve as pilot for designing such a data configuration
tool, in such as way as to have general applicability for similar usage scenarios in other scientific
areas.

1.1. Identification
Name Post-processing of massive amounts of data

Institution/Partner CSIC

Contacts
• Isabel Campos (CSIC)

isabel.campos@csic.es 

1.2. Brief description of the Use case
Quantum Chromodynamics (QCD) is the theory that describes the interaction responsible for the
confinement  of  quarks  inside  hadrons,  the  so-called  strong  interaction.  At  low energies  QCD
cannot be meaningfully investigated by analytical means, this is, using the tools of perturbation
theory. The strategy to investigate the QCD properties in this so-called  non-perturbative regime
relies on implementing the theory in a 4-dimensional lattice, in which the matter fields (quarks) are
defined on the sites of the lattice, and the interaction among them (the gluons) are defined on the
links  connecting  those  sites.  This  implementation  of  QCD  is  then  accesible  to  numerical
simulations that nowadays take place in the largest HPC systems available.

In  this  use  case  we aim to  use  cloud-based computing  facilities  and services  to  facilitate  the
analysis of Lattice QCD configurations. In the course of the simulation those configurations are
stored  in  the  filesystem of  HPC mainframe where  the  simulation  is  taking place.  The idea  is
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providing a flexible mechanism to pipeline to analysis of such configurations, by outsourcing it to
cloud facilities, in which users have more flexible ways of interacting with the analysis process.

We also expect that the development of such tools for configuration management, contributes to
advancing  the  state  of  the  art  in  the  Lattice  QCD regarding  global  strategies  to  support  data
management, long term preservation, and in general implementation of data management plans.

1.3. Expectations in the framework of the Deep Hybrid 
DataCloud Project
The post processing of massive amounts of data would greatly benefit from the development of
HPC-through-the-cloud  support,  in  particular  high  Memory/Cores  ratios  allowing  for  analysis
codes to run in an optimal manner without running into Memory bandwidth problems.

An appealing scenario is the possibility of integrating HPC systems to offer cloud services, based
on the use of containers, with capabilities to use low-latency interconnects and GPGPUs.

A second interesting scenario would imply enabling the usage of cloud-like resources to analyze
data that have been produced or are stored in a HPC mainframe.

In order to do this the storage of the HPC system would need to be access from the Cloud provider,
using the available E-INFRA Data Services.

1.4. Expected results and derived impact
A flexible mechanism to analyze configurations on a more diversified set of e-infrastructures will
reflect in a more efficient usage of human time and storage resources by part of the researchers.
Also this flexibility is expected to translate into better thought off Data Management Plans.

1.5. References useful to understand the use case
See Bibliography.

2. Introduction and Use case
Quantum Chromodynamics (QCD) is the theory that describes the interaction responsible for the
confinement of quarks inside hadrons (the so called strong interaction). It is formulated in terms of
quarks and gluons,  which we believe are the basic degrees  of freedom that make up hadronic
matter: this is, protons, neutrons, and in general any particle composed of quarks.

QCD has been very successful in predicting phenomena at very High Energies. In such regimes the
theory can be investigated analytically by using perturbation theory. However, when it comes to
study the properties and interactions of the hadronic world (at the scale of the energy of the proton),
the perturbative methods fail. In this domain one needs a non-perturbative treatment of QCD.

Lattice QCD provides then the only mathematically well-defined method for calculating from first
principles, for example, the hadronic spectrum: eg. the mass of the proton, or the masses of the
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quarks themselves, or the decay rates of unstable particles composed by several quarks. All of them
fundamental questions to explain matter in the Universe as we know it [1].

In Lattice QCD one substitutes the continuum space by a four-dimensional mesh. The theory is
then defined in such a way that matter fields live in the sites of that lattice, and interactions are
defined on the links connecting those sites. QCD is then simulated on the largest Supercomputers
available. This formulation, due to Nobel Prize winner Ken Wilson, enables us to systematically
study the properties of these particles numerically (see [2] for detailed explanations).

In experimental particle physics hadrons are studied by colliding protons at high energy (at the
LHC for example).  Obtaining the theoretical estimation of those masses,  or the decay rates of
unstable particles composed of quarks,  is fundamental to explain the experimental phenomena,
where in many cases the theoretical incertitude dominates the error bars.

A well-known example is the scale of energy from which on the quarks bound into hadrons, the so-
called Lambda parameter, which is theoretically accessible only by Lattice QCD simulations (see
[4] as an example of lattice collaboration focussed into the calculation of the Lambda parameter).

2.1. Presentation on the Use Case
Lattice  QCD  quantitative  results  are  obtained  by  numerical  simulations  [7].  Simulations  are
performed on high-performance parallel  computers with hundreds  and thousands of  processing
units.

The calculations proceed by choosing a Lattice size which is sufficiently small that the quark and
gluon fields can be stored in the memory of the computer. These parameters are the input of the
simulation.

Through a Monte Carlo algorithm one then generates a representative ensemble of fields for the
Feynman path integral and extracts the physical quantities from ensemble averages. Each of these
fields is referred to as Lattice gauge configuration. From the point of view of data, the Lattice
configurations are thus the object of interest.

The simulation starts from a random configuration of the gauge fields, which in the Monte
Carlo process, after a thermalization period, it reaches thermodynamical equilibrium: this is, the
configuration corresponds to a relevant configuration of the physical fields in the configurations
space corresponding to our simulation input parameters.

The input parameters are the values of the quark masses and coupling constants in lattice units. The
relation  between  those  values  and  the  real  physical  values  is  obtained  after  what  is  called
renormalization  process.  Here  we  will  just  say  that  the  closer  the  input  values  get,  after
renormalization,  to  the  real  world  values,  the  harder  and  the  lengthier,  the  thermalization  is.
Finding out when the simulation is thermalized, is often a problem on its own.

Once thermalization is achieved the configurations are periodically saved on the filesystem.
The more configurations  we have (representative ensemble fields)  the smaller  is  the statistical
error.
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Competitive simulations  nowadays run over  many hundreds,  up to  several  thousands of cores.
Assuming  one  has  regular  access  to  a  proper  HPC  system,  the  gathering  of  all  necessary
configurations in a typical project takes between 6 months and one year.

• Software package 

The Lattice QCD large collaborations develop their own software package, which maybe made
publicly available or not. In general it is not.

In this use case we will concentrate on the package openQCD. This package is used for production
in  the  framework  of  the  CLS  (Collaborative  Lattice  Simulations)  project  by  the  ALPHA
collaboration.

Besides, openQCD is extensively used among small teams and individual researchers. The reasons
are that the openQCD package includes some of the most advanced simulation techniques, but
keeps a high degree of flexibility so that the users can select the ones to use.

The code is available at http://luscher.web.cern.ch/luscher/openQCD, and maybe downloaded and
used under the terms of the GNU General Public License.

The programs parallelize in 0,1,2,3 or 4 dimensions, depending on what is specified at compilation
time. They are highly optimized for machines with current Intel or AMD processors, but will run
correctly on any system that  complies with the ISO C89 (formerly ANSI C) and the MPI 1.2
standards.  The  package  also  provides  the  basic  analysis  codes,  also  written  in  C.

For the purpose of testing and code development, the programs can also be run on a desktop or
laptop computer. All what is needed for this is a compliant C compiler and a local MPI installation
such as Open MPI.

• Data Analysis 

In the course of the simulation a few physical quantities are measured on the fly, essentially those
ones related to measuring if thermalization has been achieved.

The real data analysis takes place on the configurations, once they are written, in an independent
job using the analysis codes.

Data analysis implies the extraction of autocorrelation functions of the physical observables. It is
not uncommon that it requires a parallel job.

The size of the configurations varies a lot as it depends on the Lattice size we are simulating. For
the purpose of showcasing we should assume realistic Lattice sizes ranging from a few hundred
MBytes up to a 1-5 GBytes. Extremely large Lattice sizes produce configurations of the order of
1TB,  and  are  being  also  produced  in  challenging  projects  (see
http://makondo.ugr.es/event/0/session/3/contribution/85/material/slides/0.pdf)
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2.2. Description of the research community
Computing the hadron spectrum, the masses of the individual quarks and shedding light onto the
properties of QCD at the early Universe are the current challenges that have made the Lattice QCD
community one the major users of the PRACE infrastructure in Europe. Many hundreds of millions
of CPU hours are dedicated to Lattice QCD in the Supercomputers available in Europe,  USA and
Japan.

These simulations produce amounts of data of the order of Petabytes every year. As a matter of fact
Lattice QCD is one the 4 applications included in the European Unified  Application Benchmark
Suite [3].

Big  challenges  as  the  ones  described  above  are  undertaken  in  the  framework  of  large
collaborations, that join together order of 4-10 Lattice QCD groups of different research centers.
Getting to a critical mass for being able to gather the necessary CPU and Storage resources is
important, but not the only factor. Often a small collaboration, of a couple of teams, applies for
PRACE resources on the order of the hundred million CPU hours.

A list of several major Lattice QCD collaborations is:

• Europe-based: 
1. ALPHA https://www-zeuthen.desy.de/alph
2. BMW http://www.bmw.uni-wuppertal.de 

• USA-based:
1. RBQCD http://rbc.phys.columbia.edu 
2. MILC http://physics.indiana.edu/~sg/milc.html 

• Japan-based:
1. CP-PACS http://www.rccp.tsukuba.ac.jp/Lattice 

The community organizes small regional or topically specialized workshops during the year.

The major event, where major results are presented by all the collaborations, takes place once per
year: the International Symposium of Lattice Field Theory, which past year held its 35th edition
(see http://www.lattice2017.es).

The Lattice QCD community has therefore a long history, it is very mature regarding know-how in
accessing and simulating in major HPC infrastructures.

2.3. Current Status and Plan for this Use case
We will use as showcase of a Lattice QCD project the computation of Isospin breaking effects; this
is, including in the simulations the fact that the electric charge of the quarks is different [8]

Isospin breaking effects are being included only very recently in Lattice simulations. The aim is to
improve on the determination of observables, which have reached the precision of order 1%.

This is for example the case of radiative corrections to leptonic decay rates of pion and kaon are
estimated to be about 1.8% and 1.1% respectively, and already dominate the error budget. In order
to  improve  on  the  state-of-the-art  lattice  determinations  of  such  decay  rates,  isospin  breaking
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corrections  must  be  included.  In  view  of  the  electromagnetic  origin  of  this  effect,  they  are
commonly referred to as QED corrections to hadronic observables.

Isospin is an approximate symmetry violated at the percent level by two effects: up and down quark
mass difference and electromagnetic  interactions.  A consequence of isospin breaking is  hadron
mass splitting due to the difference between the mass of the up and down quarks. As an example,
the slight difference in mass between the proton (u+u+d) and the neutron (u+d+d) is due to isospin-
breaking effects.

In the project we have extended openQCD to add QED. The code is ready and the first testing
simulations have already been done in HPC centers [9] in order to evaluate the extra cost of the
simulation because of the inclusion of QED effects.

During the upcoming year simulations will proceed to measure the impact of QED corrections in
leptonic decays.

2.4. Identification of the KEY scientific goals 
There are three goals one expects to achieve by including the QED corrections in Lattice QCD
simulations:

• Calculate pure isospin-breaking effect, like hadron-mass splitting or up and down-quark re
normalized mass difference. 

• Improve on the determination of observable, which have reached the precision of order 1%.
This is the case for decay rates of light mesons, and leptonic decay rates of pion and kaons. 

• Improve on theoretical estimates of possibly large radiative corrections, like to decay rates
of heavy mesons, or to the QED contribution tothe anomalous magnetic momentum of the
muon (gµ − 2). 

2.5 Description of potential development
We  expect  being  able  to  distribute  the  work  of  data  analysis  in  a  more  efficient  way.  This
potentially will lead to time saving for researchers, which can concentrate more on the physical
analysis and not so much on the storage issues.

3. Technical description of the use case
· Parallel simulation implementation

Numerical  Simulations  take  place  in  HPC  systems  with  low  latency  interconnects  such  as
Infiniband or Omnipath.

Data analysis also requires low latency interconnects, but considerable less resources in terms of
processing units.

We can see this with a realistic example. Let us consider the simulation of a Lattice of volume
VOLUME=64^4.
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In openQCD this lattice can be spread over 256 cores, in this way:

NPROC0=4; NPROC1=4; NPROC2=4; NPROC3=4

The total number of processes is thus: NPROC0 * NPROC1 * NPROC2 * NPROC3 = 256

Each MPI process is responsible for a piece of the Lattice. This is what we call the "local lattice".
The local lattice simulated at each process has a volume=(L0 * L1 * L2 * L3),  which in this
example is L0=16; L1=16 L2=16; L3=16.

The global lattice volume, 64^4, is therefore:

Volume = (NPROC0*L0)*(NPROC1*L1)*(NPROC2*L2)*(NPROC3*L3)

How small or big the local lattice can be, depends highly on the simulated problem, and how it fits
on the hardware of the machine.

The  main  limitation  is  the  amount  of  RAM  available  per  core,  and  the  memory  bandwidth
effectively  available  between  each  individual  core  and  the  RAM.  Memory  bandwidth  is  a
significant factor nowadays when it comes to speed up lattice simulations. The local lattice cannot
be too big, even if in principle fits in the RAM, due to memory bandwidth problems.

The local lattice also cannot be too small. Spreading the calculation among many nodes, besides
being often not practicable due to availability reasons, may also decrease the speed due to latency
overheads in the interconnect hardware between the nodes.

In  conclusion,  for  a  given  problem,  choosing  the  optimal  spreading  of  the  local  lattice  is  a
hardware-dependent problem.

· Parallel Data analysis implementation

Analysis codes are much less demanding from the computational point of view. The analysis of a
single configuration may take (depending on the observable under scrutiny) between a few minutes
up to a few hours.

Let us say we want to analyze a lattice configuration generated in the course of the simulation from
the example in the previous section.

First, we need to take into account that the analysis process is also done in parallel using MPI,
therefore it needs to be distributed across several processes.

This  distribution  does  not  need to  coincide  with  the  processes  distribution  we had during the
simulation. Also, in openQCD we have the flexibility to make that distribution allocating any local
lattice (obviously as long as the global lattice remains the same). Since the analysis is way less
demanding we need less computing resources.

A  possible  MPI  process  topology  and  local  lattice  split  that  would  serve  us  to  analyze
configurations in this example is:

NPROC0=2; NPROC1=2; NPROC2=2; NPROC3=4

L0 = L1 = L2 = 32; L3 = 16
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We would need to spread the analysis over 64 processes. As can be seen the split does not need to
be symmetric in space-time dimensions. One uses as much as possible symmetric topologies when
simulating, but for the analysis codes this is irrelevant.

The global Lattice size remains naturally the same, but each MPI process takes care of the analysis
of a bigger local lattice (32^3 * 16).

3.1. User categories and roles
The expertise needed is programming and domain knowledge.

Within a collaboration, users are divided among the ones that take care of running the simulation,
and those who do the analysis work.

The researchers doing the analysis work are normally distributed in several research centers, and
they all need access to the whole set of configurations.

3.2. General description of datasets/formats/software used
Configurations  are  binary  files  containing  the  description  of  the  status  of  the  fields  at  the
checkpoints of the simulation. These are typically order of a few hundred files, with a size that
highly depends on the lattice size and the problem under investigation (from a few hundred of
Megabytes, up to one Terabyte per configuration in very large lattices).

Configurations are written by the main program of the code, which complies with the standards
ISO C89 and MPI 1.2.

3.3. Technological (S/T) requirements

3.4. Identification of required services
Some level of container orchestration could be helpful.

3.5. Description of the use case in terms of workflows

4. Data Requirements

4.1. Access Control

4.1.1. Privacy
Data are private to the collaboration members.

4.1.2. Location
HPC filesystem and Tape storage
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4.1.3. Sharing
Data  sharing  is  an  open  issue.  Data  sharing  practices  rely  on  informal  methods:  peer-to-peer
contact  and  file  sharing  are  much  more  prevalent  than  formal  (and  open)  sharing  via  data
repositories.

Long term data preservation relies on the policies of the Collaboration, and is highly dependent on
the resources available. In general, after the configurations are exploited by the collaboration, they
go into Tape archiving hardware.

The  International  Lattice  Data  Grid  (ILDG:  http://plone.jldg.org/wiki/index.php)  project  was
instigated in 2002 to enable sharing of lattice QCD data files by research groups around the world,
including the US, UK, Japan, Germany, Italy, France, and Australia.

The ILDG has defined standard data formats, metadata and interfaces to data access services that
enable  a  number  of  widely distributed data  repositories  to  function  as  a  global  federated data
repository.

The activities however were discontinued around 2009 due insufficient adoption by the community.
Complexity in the APIs and interfaces, usage of complex XML formats, seems to have been the
major cause for this lack of adoption.

4.2. Capacity (Data Volume)

4.2.1. Test Data / Production Data
Tests can be performed with a volume of about 10-20 GBytes. The whole production data can be
for single simulation order of 1 TByte.

4.2.2. Transfer rate requirements
Data need to be transferred from the HPC to the cloud in a reliable way. A transfer rate of 100
MB/s should be enough for the testing.

4.3. Preservation requirements
Lattice configurations are backed-up after exploitation (analysis + publication of results) typically
in storage tape facilities. In principle they stay there for years.

For the project at hand we would be, in the end, using order of a few tenths of Terabytes (< 50TB)
of storage.
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5. Infrastructure and technical requirements

5.1. Expectation regarding the advantage through the use of 
technology
The analysis of Lattice configurations is a shared task in the framework of Lattice collaborations.
Normally there is  one researcher  responsible  for  the analysis  of  a  particular  observable of  the
simulation. This implies going through the following steps:

1. Transfer the configurations from the HPC system to a smaller cluster facility where there is
enough space.

2. The analysis code runs over a list of configurations, analyzing one at a time. 

The main advantage expected by researchers is the automation in the data transfer and flexibility in
the allocation of resources to analyze those configurations.

5.2. Expectations regarding e-Infrastructure use

5.2.1. Networking
Good connectivity (>100 MB/s) is required to move the configurations from the HPC system to the
analysis farms.

5.2.2. Computing: Clusters, Grid, Cloud, Supercomputing resources
The simulation takes place in Supercomputing resources at large scale, while the analysis, requires
as well low-latency interconnects, but on a smaller scale.

5.2.3. Storage
Up to 50 TB for the whole project. 

5.3. On (user-facing) monitoring (and Accounting)
Some basic monitoring of the process of configuration transferred to the cloud facility would be
interesting.

5.4. On authentication and authorization infrastructure (AAI)
We rely on whatever AAI method we can use to access the HPC system where the configurations
are stored.

5.5. Connections with INDIGO solutions
The application OpenQCD and its related analysis codes run as containers using udocker as MPI
parallel jobs.
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6. Formal list of requirements
See table below.
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7. Use Case Summary Table
Use Case Post-Processing of Large amounts of data

Software used OpenQCD

Machine / Deep Learning 
tools No

Computing HPC systems with low-latency interconnects

Memory requirements Depending on the case: from 1GB to 4GB / core

Networking Fast access to handle downloading of data from the HPC system to 
the analysis facility

Storage requirements 
(permanent, temporal) For the showcasing of the use case, a maximum of 1TB is needed.

External data access 
requirements

The data are stored in a HPC system, and need to be accessed from 
outside.

Privacy Private to collaboration members

Other requirements

The code is highly optimized for machines with current Intel or 
AMD processors, but will run correctly on any system that 
complies with the ISO C89 (formerly ANSI C) and the MPI 1.2 
standards. For the purpose of testing and code development, the 
programs can also be run on a desktop or laptop computer. All what
is needed for this is a compliant C compiler and a local MPI 
installation such as Open MPI.

Other comments

Relevant references or 
URLs http://luscher.web.cern.ch/luscher/openQCD
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